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Abstract— The continuous orientation estimation of a moving
pedestrian is a crucial issue in autonomous driving that requires
the detection of a pedestrian intending to cross a road. It is
still a challenging task owing to several reasons, including the
diversity of pedestrian appearances, the subtle pose difference
between adjacent orientations, and similar poses with different
orientations such as axisymmetric orientations. These problems
render the task highly difficult. Recent studies involving convolutional neural networks (CNNs) have attempted to solve
these problems. However, their performance is still far from
satisfactory for application in intelligent vehicles. In this paper,
we propose a CNN-based two-stream network for continuous
orientation estimation. The network can learn representations
based on the spatial co-occurrence of visual patterns among
pedestrians. To boost estimation performance, we applied a
coarse-to-fine learning approach that consists of two learning
stages. We investigated continuous orientation performance on
the TUD Multiview Pedestrian dataset and the KITTI dataset
and compared them with the state-of-the-art methods. The results
show that our method outperforms other existing methods.
Index Terms— Advanced driver assistance system, coarse-tofine learning, convolutional neural networks, continuous orientation estimation.

I. I NTRODUCTION

T

RAFFIC accidents caused by pedestrians constitute a
large portion of all accidents owing to the free mobility
of pedestrians. Various studies [1], [2] have been published
for the avoidance of accidents involving moving pedestrians.
Generally, distance sensors (e.g., LiDAR), which can provide
3D environments, have been widely used for the Advanced
Driver Assistance System (ADAS). However, restrictions in
high cost, limited visual information, vehicle installation to
ensure precision are known as major drawbacks of these sensors. Hence, studies based on monocular and stereo cameras
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have recently received attention for use in the ADAS for
pedestrian detection [3]–[6], semantic segmentation [7], [8]
and other purposes.
Among recent studies on active safety systems using imaging sensors, attempts have been made to understand the
movement intentions of a pedestrian. There are several types
of visual clues known as intuitive indicators of movement.
Typically, pedestrian behavior and actions [9], [10] are used
to understand intentions because these can reflect the interactions between pedestrians and various traffic factors. However,
the recognition of human action or behavior requires the
precise extraction of temporal information from consecutive
frames. Path prediction [11] can also be an easy way to
understand the intention whether a pedestrian will cross the
road or not. However, it is difficult to accurately extract
the trajectory of a vehicle in a driving scene because the
camera viewpoint changes continuously. If object detection
and tracking are not reliable, estimating orientation using a
still image can be an acceptable alternative.
Diverse approaches [12]–[18] have been studied to estimate
pedestrian orientation; however, this task remains challenging
owing to the inherent problems of pedestrian appearance. First,
pedestrians have various poses because they have non-rigid
and articulated body appearances. Contrary to the case of rigid
objects, e.g., a vehicle, pedestrians are diverse in shape even if
they are facing the same direction (Fig. 1). Second, the pixel
patterns of a pedestrian are affected by numerous factors, e.g.,
clothes, accessories such as a bag or an umbrella, or a shadow
(Fig. 1(a)). Third, pedestrians at adjacent angles have subtle
visual differences in their pose and body shape (Fig. 1(b)).
Finally, the poses of pedestrians at specific orientations tend
to be analogous at their axisymmetric orientations, e.g., 0◦
and 180◦ (Fig. 1(c)). Hence, the orientation estimation task
is considered to be a non-linear problem [18], and a good
estimation is difficult to achieve using previously applied
methods.
To overcome these problems, we investigated previous
work on distinguishing subtle patterns and found several
ideas based on deep learning. The first idea is to consider the relationships among visual patterns. Previous studies
[20], [21] have proposed structures used for calculating correlation or co-occurrence. The results showed that the correlation
between visual patterns is effective at distinguishing subtle
differences between classes that have similar visual characteristics. The second idea is to construct a network structure
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Fig. 1. Illustration of difficulties in pedestrian orientation estimation. (a) The images show large visual variances in similar orientations such as poses, clothes,
body shapes, illumination, and occlusion. (b)The first and second rows are examples of back and front views, respectively. They show small visual differences
in 10◦ interval orientations. (c) Examples of similar appearances between different orientations up to 180◦ difference. These problems are still challenging,
and render orientation estimation difficult. The images shown in (a), (b), and (c) are from the TUD Multiview Pedestrian dataset [19].

with multiple branches, known as a multi-stream structure.
This structure is one of the major strategies for improving the
learning capacity of a deep network. Studies on fine-grained
recognition [22], [23] have proven that it can distinguish subtle
differences between classes that have similar visual characteristics. The third idea is a training strategy motivated by transfer
learning. A large network size improves the learning capacity
but also increases the complexity involved in searching for
the optimal solution. For this reason, some researchers have
tried to avoid this problem by using weight transfer from
different tasks. These approaches have successfully reduced
the learning complexity and improved the classification
performance [23]–[25].
Based on these ideas, we propose a CNN-based regression
network to address the problems of pedestrian orientation
estimation. The network consists of a two-stream structure
for learning local visual patterns and co-occurrence coefficients between convolution filters. To reduce the learning
complexity, we adopt a two-stage training process, referred
to as coarse-to-fine learning. This process includes a classification task of discrete orientation and a regression task
for estimating continuous orientation. Similar to [26], [27],
we employed a loss function based on the von Mises distribution, specialized in circular data, and defined an angle as
a two-dimensional vector consisting of the cosine and sine
values of a point on a unit circle. We conducted experiments
on the TUD Multiview Pedestrian dataset [19], the KITTI
vision benchmark suit [28], and the EPFL Multi-view car
dataset [29]. Through this study, our contributions are as
follows:
• We propose a network that learns CNN representations for continuous orientation estimation. This network
consists of a two-stream structure for training on two
types of visual information, including appearance and cooccurrence features.
• To estimate continuous orientation, we introduce a coarseto-fine learning approach that consists of two stages for
the classification and regression tasks.

•

Our methodology outperforms other state-of-the-art methods for continuous orientation estimation on public
datasets.
The remainder of the paper is organized as follows.
Section II addresses previous studies related to this work.
Section III describes the CNN architecture of the proposed
method. Section IV presents the experimental results and a
comparison of the proposed method with existing methods
in terms of performance, followed by a qualitative analysis.
Finally, the conclusion is presented in Section V.
II. R ELATED W ORK
In this section, we describe the previous works and motivations related to the proposed method. Orientation estimation
has traditionally been regarded as a classification problem.
In this approach, the orientation of an object is defined
as several discrete classes (e.g., 8 or 16 directions of a
pedestrian body). Various studies have estimated discrete
orientations using Support Vector Machine (SVM) and handcrafted features. Shimizu and Poggio used the Haar wavelet
as a feature vector [12], while Gandhi and Trivedi [13] and
Andriluka et al. [19] trained the classifier through the Histogram of Oriented Gradient (HoG) features. To improve
estimation performance, some studies tried to address pedestrian classification and orientation estimation simultaneously.
Enzweiler and Gavrila [14] presented a probabilistic framework using a mixture model, and Tao and Klette [15]
proposed the random decision forests. Similar to [15], Lallemand et al. [16] exploited a random forest classifier using
HoG features. Further, Baltieri et al. [30] proposed a multilevel HoG feature to describe the appearance of a person
and an array of extremely randomized tree classifiers for
discretized orientations. Using an ensemble of discriminative
models from HoG features was also proposed [31]. This model
extracts features from several regions of the body-head and
shoulders, upper half and lower half of the body, and the whole
body. It demonstrated that an ensemble of the body region
features is helpful for orientation estimation. Finally, the one-
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against-all classifier-based training strategy was proposed by
Kawanishi et al. [32] to avoid the fatal misclassification of
non-similar orientations.
According to previous research based on classification,
information loss at class boundaries is considered the primary
reason for performance degradation, and the process of orientation quantization causes this loss. To overcome this problem,
recent studies have focused on continuous orientation estimation. Some studies have attempted to solve the continuous
orientation estimation problem by using regression techniques
or probabilistic methods, e.g., the random forest classifier and,
the dynamic Bayesian model. One study proposed regression
trees and the node-splitting method for continuous orientation [33]. By extending this framework, they [17] presented
the voting-based ensemble method for representing the circular
distribution of an angle. Flohr et al. [34] proposed a probabilistic framework for head and body orientation estimation
using stereo information. Unlike the existing global regression
methods, Yang et al. [18] proposed an orientation estimation
framework based on two machine learning techniques - SVMs
to group sets of strongly correlated orientations and regression
forests to estimate continuous orientations.
Owing to the recent success of deep learning in computer vision [3]–[8], orientation estimation studies using deep
networks have been published. Hara et al. [35] proposed
an orientation prediction unit to estimate continuous angles.
It showed that the proposed CNN representations can improve
the accuracy of continuous orientation estimation. Further,
a joint framework was developed for object detection and orientation estimation based on region-based convolution neural
network, called Pose-RCNN [27]. The network was trained
with Biternion representation [26] using the von Mises loss
function, which can address a circular distribution. Kumamoto
and Yamada [36] considered the relationship between the body
and head orientation of a pedestrian using two CNN models to
extract representations of the whole body and head. The two
representations were concatenated to one vector and used to
classify the discretized orientations. By using the 3D CNN
model, Dominguez-Sanchez et al. [37] extracted temporal
information of pedestrians for orientation classification.
In point of learning the visual difference among neighboring orientations, we found insights on deep learning in
various domains from previous studies. These studies mainly
focused on the structural perspective for improving feature
representation. Shih et al. [20] trained local pattern-based
representations by a designed layer for recognizing subtle
differences between very similar classes, such as bird species
and car models. Lin et al. [22] and Franco and Oliveira [23]
attempted to extend a pre-trained CNN to a network with
multiple CNN streams. Lin et al. [22] proposed bilinear CNN
that consisted of two different feature extractors for finegrained visual recognition. Further, Franco and Oliveira [23]
used three-stream CNNs for learning the body parts of a pedestrian, i.e., head, torso, and legs. Contrary to studies primarily
focused on network structure, some researches adopted multistage training of a deep network to improve performance.
Usually, this type of training strategy has a process that
uses learned network weights from previous training step to

initialize network weights in the next step, which results in
determining the optimal representation of the deep network.
Previous works on kinship identification [24] and person reidentification [23], which requires the detection of delicate
differences between similar classes, have tried to train based
on multiple training stages. Hagawa et al. [25] introduced
two-stage learning to extract the optimal representation for
fine-category classification. To improve performance in finecategories, they used an additional training process based on
virtual classes with large dispersion by integrating multiple
classes.
III. P ROPOSED M ETHOD
Inspired by previous studies, we propose a two-stream
network and the process of coarse-to-fine learning for continuous orientation estimation. The proposed two-stream structure
can learn deep representations of co-occurrence and appearance for continuous orientation. By adopting coarse-to-fine
learning, we reduced the learning complexity and alleviated
the estimation errors of continuous orientation. The network
input is a single image of a pedestrian area obtained from a
video sequence or image. We assumed that an object detector
accurately extracts bounding boxes of pedestrians. Therefore,
we used object bounding boxes from the Ground Truth (GT)
in public datasets. The network generates a two-dimensional
vector, comprising the cosine and sine values of a pedestrian’s
orientation. This vector is converted to an angle value in the
range from 0◦ to 360◦ using the tangent function. Fig. 2 shows
the overview of the proposed network.
A. CNN Representations Based on Spatial Co-Occurrence
Feature
To extract appropriate features for orientation estimation,
we designed a two-stream CNN architecture. To construct the
two-stream architecture, we employed a pre-trained CNN that
is used in classification tasks. The pre-trained network we used
had been trained for global and pose-invariant representations
for categorical classification. Therefore it was difficult to
emphasize the local patterns of orientation directly. To exploit
the network for our purpose, we performed a fine-tuning based
on the representation in an intermediate layer containing more
local information, similar to existing studies [35], [38]–[40].
The first network, called the appearance stream, was trained
to represent local patterns in image patches. We used the
same structure and parameters of the pre-trained network to
constitute this stream. As previously mentioned, we used the
representations extracted from the intermediate layer, which
was selected through hyper-parameter optimization. During
training, several operations were performed to generate a feature vector. The feature map, extracted from the intermediate
layer, was applied with an average pooling of size 2 and
stride 2. Subsequently, the feature vector of 1 × 1 × 1024
was output through the fully connected layer.
The second stream, referred to as the co-occurrence
stream, had an extended architecture from the first stream.
To encode the relationships between the various spatial patterns, we attached the co-occurrence layer to the end of a pretrained CNN. From the co-occurrence layer, it generated the
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Fig. 2. Proposed network for estimating continuous orientations in the fine learning stage. The network is trained using the feature vectors extracted from
two different stream networks and learns the CNN representation based on the co-occurrence between local patterns.

co-occurrence features and integrated the correlation information. In this paper, co-occurrence is defined by the correlation
of activations in convolution filters and is calculated using the
maximum correlation coefficient, ci j . The following process
is based on previous work [20] for fine-grained recognition.
For example, there can be a case in which N feature maps are
entered into the co-occurrence layer. All feature maps have
a spatial occurrence likelihood for the specific local pattern
detected in each filter. We computed the spatial correlation
between a pair of feature maps, and recorded the largest correlation value ci j as well as the spatial offset oi j = [oi j,x , oi j,y ]T
as follow:

ci j = max
Aip Aip+oi j
(1)
oi j

p∈[1,m]×[1,m]

where Aip is an element of position p in feature map
j
Ai ∈ Rm×m , and Ap is also the similar element. The ci j value
is the degree of co-occurrence between various local patterns
detected in the i th and j th filters. Finally, the co-occurrence
vector, c = [ci j ], was generated by performing correlation
filtering on all N feature maps. This process is computationally
expensive because it performs correlation filtering for all
pairs of feature maps. Fortunately, most of the feature map
pairs have a low correlation, and most of the co-occurrence
elements do not affect the results. Therefore, we used 1 × 1
convolution filters to eliminate the low correlations, and
reduced the computational cost without affecting performance.
For all experiments reported in this paper, we used 1 × 1
convolution filters with 32 outputs and generated 1 × 1 × 1024
co-occurrence vectors. Similar to the first stream, we selected
an intermediate layer that was appropriate for the orientation
estimation through the optimization described in section IV.
The appearance and co-occurrence representations were
simultaneously trained for orientation estimation. The resultant
vectors generated from the two streams were post-processed

Fig. 3. The coarse-to-fine learning approach consisting of the first and second
learning stages. The network is initialized by learning the classifiers for
discrete orientations. Subsequently, the classification layer changes to the
regression layer, and the network is retrained for the continuous orientation.

through L2 normalization for stable and generalized performance. Subsequently, the vectors were concatenated, and the
concatenated vector was used as an input for the classification
and regression tasks in the two-stage learning.
B. Coarse-to-Fine Learning
In this section, we introduce the coarse-to-fine learning for
reducing the learning complexity of continuous orientation
estimation. As shown in Fig. 3, it is a learning approach that
divides a complex task into two simple tasks and initializes
the parameters of fine learning using the parameters of coarse
learning. Thus, the process can reduce the learning complexity of each task and find more proper representations than
previous methods on pedestrian orientation. Herein, we term
these two processes as coarse learning and fine learning,
respectively.
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In coarse learning, we assume that orientation estimation is
a classification task, and the proposed network is trained using
the multinomial logistic regression objective. We separated
cyclic orientation space into several discrete classes, e.g., eight
classes with 45-degree intervals. However, the separation of
continuous space leads to the ambiguity at the class boundaries. To avoid this ambiguity, we attached multiple parallel
classifiers. Assuming that we train N parallel classifiers for
eight classes, each classifier learns discrete orientations with
a different starting position, e.g., the M-th classifier has a
start point that is shifted by 45 × (M − 1)/N ◦ from 0◦ .
Each classifier generates a vector consisting of eight elements,
and these N vectors are used to decide a class of pedestrian
body orientations. The outputs of the parallel networks were
concatenated with eight class labels by using a fully-connected
layer and the softmax function.
In the fine learning stage, we treated the orientation estimation as a regression problem for continuous values. Contrary
to coarse learning, we initialized the network using previously
trained parameters for discrete orientations and replaced the
last layer from the classification task to the regression layer.
The regression layer is based on a fully-connected layer and
a normalization layer for Biternion representation [26]. This
layer generates a two-dimensional vector, y, involving the
cosine and sine value of θ degrees on a unit circle, y =
cos2 θ + sin2 θ = 1. To ensure that the cyclic data are learned
efficiently, we employed the von Mises loss function for a
continuous probability distribution on the circle. This loss
function can avoid the angular discontinuity that does not
assume that 360◦ and 0◦ are the same value. It is differentiable
and can be adapted for end-to-end learning. The von Mises
distribution [41] is given by
p(θ | μ, κ) =

eκ cos(θ−μ)
2π I0 (κ)

(2)

where I0 (κ) is the modified Bessel function of order 0,
1/κ has similar meaning with variance and μ is the mean
angle of the distribution. This distribution is relevant for deep
learning because it uses the cosine function for continuity. The
von Mises loss function is derived by inverting and scaling
constants, and the shape of the distribution is adjusted through
κ [27]. This loss function can be expressed using the output
y and ground truth t as follows:
LV M (y | t; κ) = 1 − eκ(cos (y−t )−1)

(3)

IV. E XPERIMENTS
In this section, we present experiments for evaluating
the quantitative and qualitative analyses with state-of-the-art
methods using public datasets [19], [28], and describe the
experimental setup. In addition, we describe a process of
optimal hyper-parameter selection for the proposed network.
A. Datasets
In this subsection, we introduce the dataset used in this
paper. The datasets were chosen because they provide continuous values for object orientation. Two datasets provide

Fig. 4. Samples of the TUD Multiview Pedestrian dataset (top), the KITTI
vision benchmark suite (middle: pedestrians of KITTI object tracking benchmark and cars of KITTI object detection benchmark), and EPFL Multi-view
Car dataset (bottom).

pedestrian images for proving a main purpose of the proposed
network. The other two datasets are used for investigating the
characteristics of the network on rigid objects.
1) TUD Multiview Pedestrian Dataset: This dataset provides a total of 5,228 pedestrian images, consisting
of 4,732 training, 290 validation, and 309 test images. In addition, it supplies the pedestrian bounding boxes and eight
orientations (front, left-front, left, left-back, right-front, right,
right-back, back). The GT of the continuous orientation is
provided by previous study [17], and GT is represented by
real values ranging from 0◦ to 360◦. This dataset consists of
many gray-scale images (e.g., 100×45) for training. However,
the pre-trained models used in the proposed network have a
fixed input size for color images (224 × 224 × 3). Because of
such differences, the models with gray-scale images cannot
be fine-tuned without additional pre-processing. Therefore,
colorization [42] was performed using a method similar to the
method proposed in [35] to convert them into RGB format
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images. Further, the size of the bounding boxes was stretched
by 10% to include contextual information.
2) KITTI Object Tracking Dataset: We evaluated the pedestrian orientation on the KITTI object tracking dataset [28].
It consists of 21 training video sequences with continuous
labels and has a number of pedestrian images. Sometimes,
visual cues cannot be recognized in some pedestrians because
of their small size (e.g., pedestrian height less than 50 pixels). In the experiments, we used pedestrian samples that
have a height of bounding box greater than 50 pixels and
non-occluded and non-truncated pedestrian instances. Subsequently, we listed the pedestrians in the order of their
tracking IDs in every video sequence, and the ordered ID
of 152 unique pedestrians that have different numbers of image
samples. By performing a modulo operation, the IDs that
were multiples of four were selected for the test set, and the
remaining IDs were allocated to the training set. We used a
total of 6,571 images. The training set contained 4,917 images,
and the testing set contained 1,654 images.
3) KITTI Object Detection Dataset: To prove the suitability
of the proposed network for rigid objects, we used orientation
data of car objects from the KITTI object detection benchmark, which has 7,481 training images. Only non-occluded
car instances from the KITTI object tracking benchmark were
used for training. We divided the entire sample of vehicles
into training and test sets, using the same method proposed
by [18]. The entire set consisted of 13,457 car images and
was split into two sets: 6,730 training images and 6,727 test
images.
4) EPFL Multi-View Car Dataset: We also used the EPFL
dataset for investigating the performance of continuous orientation estimation for vehicle objects that have rigid bodies.
The dataset contains 20 sequences of cars as they rotate
by 360 degrees. There is one image approximately every
3-4 degrees. The entire set consisted of 3,478 car images and
it was split into two folds: 2,358 images for training (the
first 10 sequences) and 1,120 test images for testing (other
10 sequences).
B. Implementation Details
The input images were cropped to the bounding box provided by the datasets and resized to 224 × 224 pixels to fit the
input size required by the pre-trained model. All input images
to the network were normalized by subtracting the mean image
of the entire sample in the training set. The training samples
were augmented by creating flipped image samples to prevent
overfitting.
The proposed network was based on the pre-trained ResNet101 model [43], which consists of 33 building blocks. The network weights were updated using stochastic gradient descent
optimization. The batch size and momentum were set to
16 and 0.9, respectively, and the weight decay was set to zero.
He initialization was used to initialize the weights of the
new layers for orientation estimation, and the biases were
set to 0.1. In the coarse learning stage, all networks were
trained at learning rate of 0.001 during 20 epochs for the
pedestrian datasets, and 30 epochs for the car dataset. In the
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Fig. 5. Error rates of discrete orientation classification using appearance
and co-occurrence streams on the TUD dataset. The purple and red lines are
error rates using CNN representation and co-occurrence feature, respectively,
which are extracted from a different residual block of ResNet-101.

fine learning stage, κ in the von Mises loss function was fixed
at 1. Further, the network was initialized with parameters of
coarse learning and retrained at a learning rate of 0.001 for
300 epochs. To avoid the random effect of initialization,
the results of the proposed method were averaged over five
runs. We implemented the proposed method based on the
MatconvNet MATLAB toolbox [44].
C. Optimization of Network Architecture
Because we designed the proposed network based on the
pre-trained model for object classification, it is necessary to
set the optimal architecture to extract the proper deep representations for the orientation estimation task. Fig. 5 shows
the classification results of the appearance and co-occurrence
streams with one classifier, separately. It shows that the representation extracted from the intermediate layer is more suitable
for classifying the orientation than the representation extracted
by others. By referring to the results depicted in Fig. 5,
we found that the representation in the 23r d layer provides
the best performance in the classification task compared to
representations in other layers. Therefore, we constructed our
network based on the representations of the 23r d layer. The
networks were evaluated by learning over 30 epochs.
Another important factor of our network is the number of
parallel classifiers in coarse learning. Fig. 6 shows the average
error rates of the proposed network with different numbers
of parallel classifiers used for coarse learning. It shows that
an increased number of classifiers improves the classification
accuracy and a network trained with six classifiers exhibits the
best performance. Consequently, we set six parallel classifiers
in the coarse learning. The proposed network was evaluated
by learning over 30 epochs.
Finally, it is necessary to examine the changes in performance depending on several important factors related to our
contributions: composition of the last layer, training strategy, parallel structure of the network, and a way to extract
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TABLE II
E XPERIMENTS OF THE C ONTINUOUS O RIENTATION E STIMATION W ITH
THE TUD M ULTIVIEW P EDESTRIAN D ATASETS D EPENDING ON W HICH
A PPROACH FOR F EATURE E XTRACTION F EATURE WE U SED AND
W HETHER A PPLYING T WO S TREAM A RCHITECTURE OR N OT

Fig. 6. The purple line represents the average error rates with different
numbers of parallel classifiers for training the proposed network on the TUD
dataset.
TABLE I
E XPERIMENTS OF THE C ONTINUOUS P EDESTRIAN O RIENTATION
P ERFORMANCE W ITH THE D IFFERENT T RAINING A PPROACH
ON THE TUD M ULTIVIEW P EDESTRIAN D ATASETS

of feature. The lower section lists the results with two stream
architecture. Referring to these results, we confirmed that the
two-stream based network provides more accurate estimations
than that based on the one stream. Further, a combination
of two features is seen to give better results than those with
only one feature type. Although the co-occurrence feature has
lower discriminative power than the appearance feature, there
is a synergy effect between co-occurrence and appearance
information.
By using the optimal structure determined by the abovedescribed experiments with the TUD dataset, we estimated
continuous orientation with other datasets without additional
structural optimization.
D. Evaluation Metrics
To analyze the performance, we computed the percentages
of the predicted orientations that are closer to the GT than
22.5◦ (Accuracy 22.5◦) and 45◦ (Accuracy 45◦ ), and Mean
Absolute Error (MAE).

features from a patch. To evaluate this, we experimented
with an additional layer with 2, 048 outputs (w/ or w/o
hidden) and different learning stages (F or C-F). To reduce
the complexity of the investigation, we limited additional
layer composition to one case of one fully-connected layer
with a fixed size. Table I shows that the performance is
better when the hidden layer with 2, 048 outputs is connected
rather than by directly connecting with the regression layer
(C-F w/o hidden). According to this result, the additional
attachment of a layer after feature extraction can increase the
learning capacity of the proposed network. In addition, this
investigation shows the effectiveness of two-stage learning.
Except at the coarse learning stage, the performance (F w/
hidden) was significantly lower than that of the cases that
learned with two stages of training. The weight initialization
based on coarse learning was proven to be effective for
improving the performance of continuous regression in fine
learning.
Table II shows the estimation performance on the TUD
dataset depending on two types of network architecture (onestream and two-stream) and three ways of extracting features
(using only visual appearance, using only co-occurrence of
visual cues, or using a combination of the two features). The
two results listed in the upper section of the table are the
performances with one stream architecture and only one type

# o f err or s less than M ◦
× 100
# o f test samples
sum o f the total absolute err or
M AE =
# o f test samples

Accur acy M ◦ =

(4)
(5)

where M can be a value of 22.5◦ or 45◦ .
E. Quantitative Evaluation on Pedestrian Images
1) Pedestrian Orientation Estimation on the TUD Dataset:
We compared the proposed method with state-of-the-art methods on the TUD Multiview Pedestrian dataset, as shown
in Table III. Our method outperformed the existing methods [17], [18], [31], [32], [35], [36]. The MAE was reduced
by a margin of 16% compared to the MAE of CNN+Mean
shift. Further, we achieved the best performance at 72.36%
and 89.06% in Accuracy 22.5◦ and Accuracy 45◦, respectively.
Although we achieved the best performance on TUD dataset,
there is still a large gap between our performance and the
human accuracy [35].
2) Pedestrian Orientation Estimation on the KITTI Object
Tracking Dataset: We evaluated the performance on the KITTI
dataset using the recent method. Table IV shows the pedestrian
orientation performance of the experiments on the KITTI
tracking benchmark. The proposed network was compared
with the previous method [35] which showed the highest
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TABLE III

TABLE V

P EDESTRIAN O RIENTATION P ERFORMANCE OF THE S TATE - OF - THE -A RT
M ETHODS ON THE TUD M ULTIVIEW P EDESTRIAN D ATASET

C AR O RIENTATION P ERFORMANCE OF THE S TATE - OF - THE -A RT
M ETHODS ON THE KITTI O BJECT D ETECTION B ENCHMARK

TABLE VI
C AR O RIENTATION P ERFORMANCE OF THE S TATE - OF - THE -A RT
M ETHODS ON THE EPFL D ATASET

TABLE IV
P EDESTRIAN O RIENTATION P ERFORMANCE OF THE S TATE - OF - THE -A RT
M ETHODS ON THE KITTI O BJECT T RACKING B ENCHMARK

Fig. 7. Mean images of the training set on TUD dataset (top), and KITTI
dataset (bottom) on the left and the truncated, and not centered images of
KITTI dataset on the right.

performance among the existing studies. Our network outperformed CNN+Mean shift as evidenced by the 79.79%
in Accuracy 45◦ and 31.56◦ MAE, but the improvement
is relatively small, approximately 0.63% in terms of the
accuracy 22.5.
The performance with KITTI is relatively low compared
to the results obtained with the TUD dataset, and we think
that there are several reasons for the differences between the
two datasets. First, whereas the TUD dataset was captured
using a camera in a fixed position, the KITTI dataset was
recorded in a more dynamic environment, i.e., with a camera
mounted on a vehicle. In addition, this dataset includes noise
(shown as blurred pixels), shadows, and various natural light
conditions. Besides, some images contain a partially truncated
pedestrian body. Finally, the positions of pedestrians in the

Fig. 8. Distribution of orientation errors between the GT and the predicted
value (top), and the distribution that indicates which orientation the errors
occurred in (bottom).

KITTI dataset are not always located in the middle of the
bounding box provided by the GT. In Fig. 7, the mean image of
the training set on the TUD dataset can identify the pedestrian
shape. By contrast, the mean image in the KITTI dataset shows
that the pedestrian shape is relatively unclear. Because of
these characteristics, it is more difficult to train the pedestrian
orientations in the KITTI dataset than the TUD dataset.
F. Quantitative Evaluation on Vehicle Images
1) Car Orientation Estimation on the KITTI Object Detection Dataset: Although the purpose of estimating the orientation is the same, the car and the pedestrian have different visual
characteristics because the car has a rigid body. For this reason,
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Fig. 9. Representative results of the proposed method on the TUD Multiview Pedestrian dataset. The GT and predicted orientation are represented by a blue
dot and line, respectively, and the green line and red line represent successful and failure cases, respectively.

the estimation of car orientation is considered to be an easier
problem, and the performance of car orientation estimation is
generally better than that of pedestrian orientation estimation,
close to 100% in Accuracy 45◦ . Therefore, MAE-based evaluation has primarily been used rather than the accuracy-based
measurement. As in previous studies [17], [18], [35], the MAE
of the 90%, 95%, and 100% percentiles of the total absolute
errors were employed as the performance evaluation metrics.
The performance of car orientation estimation is summarized
in Table V. Compared to recent studies [17], [18], [33], [35],
our method showed the best performance in terms of MAE,
i.e., 3.51. In addition, when compared to the CNN-based
method [35], our method estimated the orientation with better
performance across all metrics. When compared with the
method based on hand-crafted features [18], the results are
slightly lower except for the MAE of 100% percentile. These
results indicate that the CNN-based method estimated the
orientation with little variation for all the test sets, although the
MAEs of the 90% and 95%-percentile of the absolute errors
are slightly larger than those in [18].
2) Car Orientation Estimation on the EPFL Multi-View
Car Dataset: Because previous studies [18], [35], [45]–[48]
used the MAE and the median value of the error distribution, we also employed the same evaluation metrics for the
experiment with the EPFL dataset. The performance for car
orientation estimation is summarized in Table VI. The results

show that the proposed method has a weakness on the rigid
object. We achieved relatively lower performance at 15.54 ◦
in MAE and 5.58 ◦ in the median value of error distribution.
In a case of another experiment using only two appearance
streams, it also obtained the low performance, 19.21◦ in MAE.
We presume that the low volume of the training samples and
specific visual characteristics in this dataset, e.g., round shape
of the bonnet in sequence #16, lower the performance of the
proposed network.
G. Qualitative Analysis
In this subsection, we describe the qualitative results of
the TUD dataset. We have included demo videos and four
figures [11]-[15] in the supplementary material on experiments
with the KITTI and EPFL datasets.
Fig. 8 shows the histograms of the error distribution. The
first histogram indicates a cumulative frequency corresponding
to error scales for every 5◦ interval. It is shown that most
errors (approximately 90% of the entire result) are distributed
within 45◦ . The second histogram in Fig. 8 shows the direction
that is hard to estimate correctly. Each bin indicates values
of GT with 10◦ intervals, and the frequency is calculated by
counting the estimation errors that exceeded 45◦ . In our experiment, 0◦ means a direction to the right, and the angle increases
along the counterclockwise direction from 0◦ . According to the
histogram, errors tend to occur more often when a pedestrian
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Fig. 10. Diagram of processing time for each block in the proposed network. The dashed lines mean boundaries between computational components and
the values represent an averaged processing time of each component. The values in the accumulated time axis show aggregated times before passing through
specific modules in the forward pass. The red colored value means a computation time at a bottleneck position.

is looking backward (20◦-160◦) than when he/she is looking
forward (200◦-340◦). This result may be due to the lack of
visual information on some body parts, such as the face, when
the pedestrians are looking backward.
Fig. 9 shows the performances of the orientation on the TUD
Multiview Pedestrian dataset based on Accuracy 45◦ metrics.
The GT and predicted orientation are represented by a blue dot
and line, respectively. The green line indicates success cases
and the red line indicates failure cases. The results shown in
the first and second rows are success cases, and the results
of the last row are failure cases. In the failure cases, there
are several cases related to low resolution and occlusion by
other persons or objects. Hence, proper visual information for
the orientation estimation may not be extracted. To solve these
problems, the network will be extended to extract more diverse
and detailed features.
H. Computation Time of The Proposed Network
We estimated the computation times for each computational
module. This experiment is performed on a PC with one
i7-6800k CPU, 16GB memory and NVIDIA Titan XP GPU.
We averaged the run-time during five trials of the testing phase
excepting the first trial, which contains the time for GPU
initialization.
Contrary to our expectation, most layers and operational
blocks take a short computational time while passing a forward
path of the network. However, correlation operations in the

TABLE VII
P ERFORMANCE AND THE P ROPOSED N ETWORK D EPENDING ON A F ILTER
S IZE OF C O -O CCURRENCE L AYER . T HE RUN -T IME M EANS A C OM PUTATIONAL T IME D URING C ORRELATION C OMPUTATION , W HICH
C AUSES THE C OMPUTATIONAL B OTTLENECK

co-occurrence stream require more time than other processes.
For this reason, our network has a computational bottleneck
on the concatenation layer which merges two different feature
vectors into one feature vector, and each batch in testing phase
takes 0.4181 seconds (approximately 2.3 frames per second).
The detailed description of computational time is depicted
in Fig. 10.
Also, we investigated the trade-off relationship between
processing time and estimation performance when the number
of correlation filters in the co-occurrence stream is reduced.
Experiments were performed under three correlation filter
conditions, i.e. 14 × 14 × 32 (original size in the proposed
method), 14 × 14 × 16, and 14 × 14 × 8. The results show that
there is a trade-off effect, reducing the size of the correlation
filter affects the estimation performance. By reducing the filter
size to 14 × 14 × 8, we achieved 3.84 fps and 69.9 % at
Accuracy 22.5 which is worse than the performance of the
proposed method. Detailed results are represented in Table VII.
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Finally, we measured the run-time obtained with two preprocessing, colorization and resizing mentioned in the previous
section. Colorization of a gray-scale image takes 0.031 seconds per each image using the method in the paper [42], and
re-sizing of the image scale requires 0.011 seconds for each
image. In the case of colorization in the proposed method, it is
a computational issue on only the TUD dataset, which contains
gray-scale and color images together. Moreover, published
various techniques can reduce the computational time of these
operations. Therefore, we anticipate that it will be possible to
implement a real-time application using the proposed method
after additional optimization.
V. C ONCLUSION AND F UTURE W ORK
In this paper, we proposed a novel network that learns
CNN representations based on the co-occurrence feature for
continuous orientation estimation in a single image. Our
network consists of a two-stream structure for training two
types of information, the appearance and co-occurrence features. Further, by adopting a coarse-to-fine learning approach,
we efficiently estimated the continuous orientation. This training approach reduces the non-linearity caused by axisymmetric orientations. We demonstrated that the proposed network
is more accurate than the state-of-the-art methods on the
TUD Multiview Pedestrian dataset and the KITTI benchmark.
In future work, the proposed network will be improved to
increase the accuracy for cases of occlusion by other persons or objects and to reduce computational time in the
co-occurrence layer.
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