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a b s t r a c t
We propose a robust and eﬃcient learning-based deformable model for segmenting regions of interest
(ROIs) from structural MR brain images. Different from the conventional deformable-model-based methods that deform a shape model locally around the initialization location, we learn an image-based regressor to guide the deformable model to ﬁt for the target ROI. Speciﬁcally, given any voxel in a new image,
the image-based regressor can predict the displacement vector from this voxel towards the boundary of
target ROI, which can be used to guide the deformable segmentation. By predicting the displacement vector maps for the whole image, our deformable model is able to use multiple non-boundary predictions
to jointly determine and iteratively converge the initial shape model to the target ROI boundary, which
is more robust to the local prediction error and initialization. In addition, by introducing the prior shape
model, our segmentation avoids the isolated segmentations as often occurred in the previous multi-atlasbased methods. In order to learn an image-based regressor for displacement vector prediction, we adopt
the following novel strategies in the learning procedure: (1) a joint classiﬁcation and regression random
forest is proposed to learn an image-based regressor together with an ROI classiﬁer in a multi-task manner; (2) high-level context features are extracted from intermediate (estimated) displacement vector and
classiﬁcation maps to enforce the relationship between predicted displacement vectors at neighboring
voxels. To validate our method, we compare it with the state-of-the-art multi-atlas-based methods and
other learning-based methods on three public brain MR datasets. The results consistently show that our
method is better in terms of both segmentation accuracy and computational eﬃciency.
© 2017 Elsevier B.V. All rights reserved.

1. Introduction
Human brain function network is characterized by the functional connectivity of different brain regions (Li et al., 2009;
Tzourio-Mazoyer et al., 2002; Fischl et al., 2002). The functional
connectivity can be quantiﬁed as a connectivity matrix, where
each entry measures the Pearson or partial correlation between
the functional activities of two brain regions of interest (ROIs) (Liu
et al., 2012; Liu and Ye, 2010). To calculate the connectivity matrix,
the brain ROIs need to be segmented from MR images. Therefore,
accurate segmentation of the brain ROIs plays a fundamental role
in the quantitative analysis and modeling of brain function networks. However, manual labeling of an entire brain image is quite
time-consuming and needs lots of expert knowledge (Zikic et al.,
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2014; Klein and Tourville, 2012). Hence, the computer-aided automatic segmentation method is highly demanded.
To date, many automatic approaches have been proposed to
segment neuroanatomical ROIs from brain MR images. One of
the main streams is registration-based methods. For example,
Fischl et al. (2002) performed the segmentation of brain ROIs by
aligning a labeled atlas image to the target image. Since the registration of a single atlas image was often insuﬃcient to capture large inter-subject variations, multiple-atlases-based methods
(Heckemann et al., 2006; Rohlﬁng et al., 2004; Warﬁeld et al.,
20 04; Aljabar et al., 20 09) were proposed, which can reduce the
effects of inter-subject shape variations by majority voting from
multiple atlases. However, these methods usually require intensive computation, and the errors caused by registration can often lead to mis-segmentation. To address these limitations, patchbased label fusion strategies had been proposed. For example,
Artaechevarria et al. (2009) proposed to use the locally weighted
voting to determine the label of target patch after registration.
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Coupé et al. (2011) linearly registered multiple training atlases to
the target image and then determined the labels of the target image by fusing labels of non-local atlas patches with respect to the
appearance similarities. Eskildsen et al. (2012) extended the above
work by using multi-resolution framework to determine fusion
weights. Wang et al. (2013) further proposed to use a joint probability model for addressing the problem of independent weighting assignment for each atlas, which reduces the inconsistent label noises existing in the previous methods. Later, several methods
(Tong et al., 2012; Zhang et al., 2012; Wu et al., 2012) determined
the fusion weights by using the sparse representation between
each target image patch and its corresponding atlas image patches.
Furthermore, Wu et al. (2014, 2015) and Wu and Shen (2014) proposed a hierarchical sparse patch based label fusion strategy, which
incorporates multi-scale information to capture structural patterns
among patches, thereby resulting in a more robust weighting assignment. Although the above patch-based label fusion methods
effectively reduce the dependency on precise registrations to some
extent, the computation cost was still high due to the calculation
of patch similarity in determining the fusion weights. More importantly, during the label fusion step, the label of each patch is determined independently, without any neighborhood feedback or prior
shape information. As a result, some inconsistent and isolated segmentation might occur.
Beside the above multi-atlas-based segmentation methods,
some recent ROI segmentation methods had further incorporated learning schemes into the label fusion framework for
using discriminative features for label prediction. For example, Hao et al. (2014) proposed to use the L1-regularized
SVM to learn the best weighting for fusing the patch label. Tong et al. (2013) proposed to learn the dictionary and
classiﬁers simultaneously via the sparse coding. To improve
the scalability with respect to the number of training images,
Asman et al. (2015) introduced the boosting strategy for dictionary
learning from a large-scale database, which speeds up segmentation. In another work, Zikic et al. (2013, 2014) proposed to encode each training atlas as a classiﬁcation decision tree to accelerate segmentation. Speciﬁcally, in the training stage, a decision tree
was trained for each subject with appearance features extracted
from training images and the context features extracted from the
corresponding registered label probability map (obtained via the
group registration of all training images). In the testing stage, similar appearance and context features are extracted from the target
image and the registered label probability map, respectively, and
these features are then fed into the trained classiﬁers. The segmentation result was ﬁnally obtained by the majority voting of different classiﬁcation results. One advantage of this work lies in the usage of context features, which signiﬁcantly boost the discriminative
power of classiﬁers. However, since each voxel was predicted independently without any structured constraints, this method may
also generate isolated label prediction and false segmentation. To
partially address the above limitation of isolated label prediction,
Ma et al. (2016) adopted the auto-context model proposed by
Tu and Bai (2010) for further reﬁning the classiﬁcation results by
implicitly imposing the structured constraints among neighboring
labels. However, since the structured constraints only take effect
in a local manner within a predeﬁned neighboring size, the isolated label prediction could still appear in the testing images. To
impose the global structured constraints, Glocker et al. (2012) proposed the joint classiﬁcation-regression forests to naturally integrate the shape information for boosting the performance of the
classiﬁcation results, and more stable and robust predictions were
obtained.
To effectively integrate low-level appearance information with
high-level shape constraint into the segmentation, we propose
a deformable model which can constrain the segmentation with
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the shape model in both global and local ways. The traditional
deformable models can easily suffer from bad model initialization (Cootes et al., 1995; Kass et al., 1988; Malladi et al., 1995),
i.e., the evolution of deformable model is likely to be trapped in
the local minimum without a good initialization. To handle this,
Sauer et al. (2011) and Cootes et al. (2012) proposed to use the
regression random forest for handling the initialization of the deformable model, which was proved to be effective in many applications, such as segmentation (Gao et al., 2014) and landmark detection (Han et al., 2014). Gao et al. (2015) further proposed to use
the auto-context model (Tu and Bai, 2010) with the joint classiﬁcation and regression random forest for reﬁning the regressor in the
segmentation of the pelvic organs. In that work, only appearance
features are used for regression. However, However, merely using
the appearance feature often generates unsatisfactory and poor regressions for cortical brain ROIs, since the appearance features are
not discriminative on cortical ROIs with ambiguous boundaries. To
accommodate the whole brain region, we use two kinds of features, i.e., (a) the appearance features from the brain images; (b)
the context features extracted from the label probabilistic map,
which is initially provided by the registration based method. Both
features are fed into the joint classiﬁcation and regression random forest (CRRF) framework to predict displacement vector map
(DVM), which is further reﬁned by the auto-context model. Finally,
the predicted DVM are applied to guide a deformable model for
ﬁtting each brain ROI on the target image.
After the DVM is obtained, how to robustly ﬁt the deformable model under guidance of the DVM is also very important, since the inevitable prediction errors could cause negative effects on the model ﬁtting procedure. To address this issue,
Cootes et al. (2012) and Lindner et al. (2015a, 2015b) have done
a pioneer work by proposing a robust ﬁtting for the landmark
based shapes. Speciﬁcally, they ﬁrst choose several landmarks to
represent the shape model. Then, they ﬁt the shape model to each
chosen landmark on the target image, by simultaneously preserving the shape prior. For each landmark, a regression random forest is trained to predict the displacement vector from the current training voxel to this landmark. When a testing image comes,
each voxel on the testing image would predict a displacement vector from the current testing voxel to the landmark by using the
trained regressor. To ﬁt the landmark on the testing image, they
do not ﬁt the voxels with the minimal distance (such as zerolevel) on the magnitude of the predicted landmark displacement
vector map (MDVM). This is because (a) the local minimum might
be sensitive to the inevitable prediction error; (b) this kind of ﬁtting would only take the current voxel’s prediction into account, by
ignoring the useful information contained in other voxels’ predictions. Therefore, they use a more elegant strategy. Since the correspondence between each image voxel and the landmark has been
implicitly established based on the predicted displacement vector,
all image voxels can vote for the location of the landmark. Then,
a voting map for this landmark can be obtained, where the higher
vote indicates more possible landmark location. Compared to the
case of ﬁtting the landmark to the minimum distance (or the zerolevel) of the predicted landmark MDVM, ﬁtting the landmark onto
this voting map is much more reliable and robust, because this
considers all image voxels’ predictions together and is therefore robust to the local prediction error. However, since our shape model
is represented by a large number of vertices, we cannot afford to
train one regression forest for each vertex. That is, we cannot directly apply their model ﬁtting strategy. In this way, we explore a
different robust deformation strategy, by taking advantage of the
implicit correspondences established by the DVM, to improve the
robustness.
Regarding the learning of joint classiﬁcation and regression forest as a discriminative procedure while the deformable model
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segmentation as a generative procedure, the contribution of our
method can be summarized in the following three aspects. First,
rather than directly using CRRF result as the segmentation, the
regression result of CRRF is used to robustly guide a deformable
segmentation model to ﬁt for the target ROI. This strategy not
only solves the sensitivity issue of initialization that exists in
the traditional deformable segmentation models, but also avoids
the isolated segmentations and the jagged ROI boundaries that
might exist in the classiﬁcation based segmentation methods. Second, the discriminative ability of CRRF over the whole brain was
boosted by combining the initial context features (extracted from
the fast linear registration results) with the appearance features.
Third, integrating the discriminative power of CRRF and the generative power of deformable model in a multi-resolution framework contributes to an eﬃcient segmentation. To validate the
effectiveness of our proposed method, we evaluate it on three
widely used public datasets, including IXI atlas dataset (Gousias
et al., 2008; Hammers et al., 2003) (http://brain-development.
org/brain-atlases/), LONI dataset (Shattuck et al., 2008), and SATA
dataset (Asman et al., 2013). For all these datasets, our proposed
method outperforms the state-of-the-art methods, including sparse
patch based label fusion (SPBL) (Wu et al., 2012) and hierarchical
sparse patch based label fusion (HSPBL) (Wu et al., 2015), in terms
of both segmentation accuracy and computational cost. This paper signiﬁcantly extends our previous workshop paper (Wu et al.,
2016) in aspects of both technique and application. From the technical point of view, the additional initial context features are combined with the appearance features for boosting the discriminative
ability of CRRF. While in the previous workshop paper, only the
appearance features were used. This combination enables us to extend from partial brain ROIs segmentation in the workshop paper
to the whole brain ROIs segmentation in this work. Without using initial context features, many brain ROIs (especially the small
cortical regions) failed to be segmented. For example, there are 18
ROIs (out of 83 ROIs) failed to be segmented in the IXI atlas dataset
without using initial context features. From the application point of
view, we extended our validation by applying the method to the
entire brain ROIs, employing also two more datasets (LONI and
SATA), as well as including more sophisticated comparisons with
the state-of-the-art brain segmentation methods.
The rest of the paper is organized as follows. In Section 2, we
introduce our method in details. Section 3 presents the experiments of our method evaluated on different datasets and some
analysis on the experimental results. Section 4 discusses some related results. Finally, Section 5 concludes the paper.
2. Robust brain ROI segmentation by displacement vector map
guided deformable model
In the proposed method, the segmentation of a brain ROI is
conducted by iteratively deforming a prior shape model to ﬁt for
the target ROI on the testing image. Speciﬁcally, the prior shape
model is constructed from the average of the co-aligned training
labels. The constructed shape model is initialized to the center
of the target image and then iteratively deformed onto the target
ROI boundary under the guidance of the displacement vector map
(DVM). The DVM is a three-channel map, with each channel indicating one component of the displacement vector from each voxel
to its nearest point on the target ROI boundary (see Section 2.1 for
detailed deﬁnition and computation for DVM). To improve the robustness and eﬃciency, the shape model is ﬁrst roughly deformed
to the target ROI boundary by the DVM predicted in the entire
down-sampled image space (low resolution space), and then voxellevel reﬁnement is performed by the DVM predicted only around
the target ROI region in the original image space (high resolution
space). Note that, for the prediction of these two DVMs, regressors

are trained in the respective resolution spaces, by a joint classiﬁcation and regression random forest (CRRF) with an auto-context
model (see Fig. 1). After repeating the above procedures for all
ROIs, all segmented ROIs can be combined into the ﬁnal multi-ROI
segmentation result (see Fig. 2).
2.1. Prediction of label and displacement vector map by a joint
classiﬁcation and regression random forest (CRRF)
Using the CRRF to predict both the label map and the displacement vector map (DVM) for each ROI can be illustrated by
Fig. 3(a). For each voxel ik , (where k=1,2,3,. . . ,K is the voxel index), we denote its appearance features as aik and context features as cik . We also denote its label as lik and displacement vector as (dxik , dyik , dzik ). The goal of CRRF is to learn the non-linear
mapping between (aik , cik ) and (lik , dxik , dyik , dzik ) in the training
stage. Then, in the testing stage, given the features (aik , cik ), both
the label lik and the displacement vector (dxik , dyik , dzik ) can be
predicted.
For the subject image with multiple ROIs, each ROI needs to
build its own DVM in the subject space. The DVM for each ROI
is a three-channel map, with each channel indicating one component of the displacement vector, i.e. dx, dy, or dz. For the training image, the displacement vector for each voxel is computed
from current voxel to its closest point on the target ROI boundary. Fig. 3(a) gave the example of computing displacement vector
with the known ROI boundary. For each voxel ik with the location
(xik , yik , zik ), where k = 1,2,3 is the voxel index, its closest point
on the ROI boundary can be denoted as bik = (xˆik , yˆik , zˆik ). Then,
the displacement vector (dxik , dyik , dzik ) of ik can be obtained
as dxik = xik − xˆik , dyik = yik − yˆik , dzik = zik − zˆik , which encodes
both the direction and distance for moving from the voxel ik to
its closest point on the corresponding ROI boundary. For each ROI,
because the displacement vectors are encoded in the subject image space, different DVMs from different training subjects automatically encode and represent their variabilities in a divide and
conquer manner. For the testing image, CRRF estimates the corresponding DVM for each voxel. Fig. 3(b) shows a typical example of estimated displacement vector map, where each ﬁgure indicates one channel of the three-channel map. The estimated DVM
encodes both the direction and distance of moving from current
position to the nearest point on the potential target ROI boundary.
With this guidance, the shape model can be deformed to ﬁt the
target ROI accurately.
To train the CRRF, in the training stage, we sample training voxels from low-resolution and high-resolution training images, and
then extract the appearance features along with the initial context features for each sample (see Section 2.1.1 for the details of
feature extraction) as the input to the CRRFs. In both resolutions,
more negative and positive samples are extracted around each
ROI boundary since the accurate prediction of displacement vectors near the ROI boundary is highly correlated with segmentation accuracy. To extract more samples near the ROI boundary, we
ﬁrst transform the label of this ROI into a shape mesh by the extended marching cube algorithm (Lorensen and Cline, 1987; Fang
and Boas, 2009). Then, for each vertex on the shape mesh, the
sample points are selected along the normal direction of this vertex in a predeﬁned search range. On the background region far
from the target object ROI in the low resolution image, we coarsely
extract negative training samples with a regular interval within the
whole image space, to capture the background patterns as diverse
as possible. On the other hand, some negative training samples
are extracted locally around the ROI in the high resolution image with the assumption that the shape model will be initialized
near the target ROI (see Fig. 4). Such hierarchical sampling strategy is thus able to represent both global and local image patterns.
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Fig. 1. The segmentation framework for a typical ROI. LR and HR denote low resolution and high resolution, respectively. Training images and labels are used to generate
the mean shape of the ROI and then train the LR-CRRF and HR-CRRF with auto-context reﬁnement. For the testing image, the trained LR-CRRF and HR-CRRF are applied to
predict the displacement vector and then guide the mean shape until deformed to the target ROI at the low resolution and high resolution, respectively.

Fig. 2. Merging all segmented ROIs into one image. (a) Different ROI segmentations in one brain slice. (b) The corresponding merged result and its 3D visualization.

Finally, given the ROI labels and displacement vectors of training
voxels as the prediction outputs, the CRRFs in both resolutions can
be trained (see Section 2.1.2) and then further reﬁned by the autocontext model (see Section 2.1.3). It is worth noting that a more
straightforward sampling strategy is to extract the outline of the
label map and then sample the points from the voxels adjacent to
the outline, which should have equivalent performance.
In the testing stage, the appearance features and the initial context features are ﬁrst extracted for each voxel in the low resolution
image and then fed into the learned low resolution CRRF to predict
the labels and displacement vectors. By collecting the displacement
vectors for all voxels in the target image, a DVM that contains displacements in three axial directions can be obtained and further
reﬁned by the auto-context model iteratively. After deforming the
shape model to the target ROI by the predicted DVM in the low
resolution space, the deformed shape model provides the initialization region for the high resolution image. Then, the appearance

features and the initial context features are similarly extracted near
the initialization region in the (original) high resolution image and
then fed into the learned high resolution CRRF. Similarly, the prediction is further reﬁned by the auto-context model iteratively. Finally, the shape model can be deformed under the guidance of the
predicted high resolution DVM, to obtain the ﬁnal segmentation.
2.1.1. Generating appearance features and initial context features
Two types of features are extracted for training the CRRF and
predicting the label and DVM in the testing stage, i.e., (a) appearance features and (b) context features.
(a) Appearance features: The 3D Haar-like features (Tapia, 2011) extracted from the intensity image are used as appearance features, due to their eﬃciency and effectiveness, which has been
proved in many related works (Gao et al., 2014; Cui et al., 2007;
Wang et al., 2015).
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Fig. 3. (a) Learning joint classiﬁcation and regression forest (CRRF) to predict the label and displacement vector from the appearance and context features. The displacement
vector (dxik , dyik , dzik ) from the current voxel to the nearest point on the target ROI is indicated by the orange arrows in the left subﬁgure. (b) Each channel in the 3-channel
displacement vector map corresponds to the displacement along one direction.

Fig. 4. Demonstration of sampling strategies in the low resolution image (left) and high resolution image (right). The red dots show the negative (background) samples,
while other colored dots show the positive samples of different ROIs. (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web
version of this article.)

(b) Context features: Generating initial context features is crucial for
increasing the discriminative power of training features. We extract the 3D Haar-like features from two categories of maps as
the initial context features, i.e., (a) the label probability map,
which is generated by the multi-atlas registration; and (b) the
displacement vector map, which is calculated from the rough

segmentation by simply binarizing the label probability map.
Speciﬁcally, for each target ROI, we linearly register the corresponding ROIs in the training images (also regarded as atlas images) and then average them to create a probability map of this
ROI. Then, we threshold it to get a rough segmentation for this
ROI. Finally, a displacement vector map containing the displace-
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ment vector of each voxel is calculated based on the rough binary segmentation. Fig. 6(d) shows the magnitude of the DVM,
which demonstrates its ability to capture the shape information
of the ROI. By exploring the context patterns from the probability map and also the local shape patterns from the displacement vector map, the structured (shape) information of target
ROI is included in the context features.
2.1.2. Joint classiﬁcation and regression random forest (CRRF)
The CRRF is trained to estimate the label map and displacement
vector map from the appearance and context features. The following equation provides the local objective function of the CRRF at
each node, which is modiﬁed from the classic random forest:
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where f and τ are the feature and the threshold of one node to be
optimized. V, E and N denote the average variance, entropy and the
number of training samples at this node, respectively. The superscript q ∈ {L, R} indicates the measurement computed after splitting
this node into left(L) and right(R) child node. ZV and ZE are the average variance and entropy at the root node, respectively. The ﬁrst
term in Eq. (1) is for the displacement vector regression, while the
second term is for the ROI classiﬁcation. Based on the above modiﬁcation, a single random forest can be utilized for simultaneously
predicting the displacement vector and ROI label of a voxel.
Generally, the optimization of Eq. (1) is conducted in an exhausted searching manner, which is commonly used for the random forest optimization (Criminisi et al., 2012). For brief illustration, we denote those randomly selected feature set at the current node as F, with the value range for the kth feature f (k ) ∈ F
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with f (k ) ≥ τi(k ) ). Before splitting, the entropy ES and the average
variance VS for the training set S are calculated from the label distribution and the displacement vectors, respectively. After splitting,
the corresponding ESL , VSL , and ESR , VSR for the left and right child
node sets SL and SR can be obtained similarly. Then, the information gain for f(k) and τi(k ) can be assessed as,
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Finally, for all the combinations of different features { f (k ) |k =
1, . . . , K } and their corresponding thresholds {τi(k ) |k = 1, . . . , K; i =
1, . . . , M}, the corresponding information gains can be calculated
according to Eq. (2), and the optimal pair f (k) and τˆ(k) with the
ˆ

ˆ

i

maximum information gain can be selected. After recursively repeating the above splitting and optimization procedure for the obtained right and left children, one tree in the forest can be built.
ˆ
For all trees in the forest, the best feature f (k) and corresponding
threshold τˆ(k ) at each tree node are recorded for testing.
ˆ

i

During the testing stage, when a testing sample arrives at one
node, it would be pushed to either the left or the right child node
ˆ
based on the comparison of its kˆ th feature f (k) with the threshold

τˆ(k) , until the sample reaches the leaf node.
ˆ

i
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Similar to the theory of multi-task learning (Caruana, 1998), the
CRRF can produce better DVM than the conventional regression
forest (see Fig. 6). The CRRF outperforms the single task random
forest, i.e., either the regression random forest (RRF) or the classiﬁcation random forest (RF). The reason can be explained in the
following two aspects.
For the regression random forest (RRF), the reason that the CRRF
could predict better and more stable DVM can be explained using
the following example. As shown in Fig. 5(a), suppose that, during
the training, we extract two patches from a1 and a2 . They have
the same displacement vector (in both direction and magnitude).
But patch a1 belongs to the background, while patch a2 belongs to
the ROI we want to segment. Obviously, their appearance features
are completely different. However, if we just use the RRF, since
they have the same regression objective (i.e., the same displacement vector), RRF would select one “optimal” feature to push them
to the same child node. However, this selected feature could be
meaningless and thus potentially lead to overﬁtting. On the contrary, if we also consider their class information as the CRRF does,
since the center points of these two patches belong to two different classes, the CRRF would naturally push them to different child
nodes. Thus, the potential overﬁtting issue happened in RRF could
be avoided in CRRF, and then the regression result would be more
stable.
For the classiﬁcation random forest (RF), embedding the task of
regression could also help the classiﬁcation task to better predict
the probability map. The following example could explain the reason. Suppose that we have two points, b1 and b2 (as indicated in
Fig. 5(b)), where b1 belongs to the background, while b2 belongs
to the target ROI. We want to use the appearance features to separate them. Apparently, they have quite similar appearance patterns.
Thus, at the beginning, for both RF and CRRF, b1 and b2 would be
diﬃcult to be separated. However, for the CRRF, we also have another output, i.e., the DVM. On the predicted DVM, the estimated
displacement vectors for b1 and b2 would be different, since their
neighbors have quite different displacement vectors. In this way,
by integrating the predicted displacement information in the next
auto-context reﬁnement, b1 and b2 can be separated easily.
As shown in Fig. 6(e), the DVM is 3-dimensional, with the displacement vector of each voxel pointing to its nearest position on
the ROI boundary. Therefore, the obtained DVM can be used to
guide the deformation of the shape model onto the target ROI.
2.1.3. Iterative auto-context reﬁnement
With the initial trained CRRF, the ROI label probability and displacement vector for each voxel can be predicted based on its local appearance features and initial context features. However, since
the prediction at each voxel is independently estimated without
considering the relationship between displacement vectors and label probabilities of neighboring voxels, the estimated displacement
vector maps are prone to be noisy and non-smooth, especially
around the ROI boundary. To overcome this issue, the auto-context
model is adopted to iteratively reﬁne the probability map and displacement vector maps by updating the context features. Fig. 7
provides the schematic illustration of a sequence of CRRF and autocontext model trained iteratively. In iteration #0, the initial CRRF
is trained with both appearance features and initial context features as introduced in Section 2.1.1. Once the initial CRRF is obtained, it can be used to estimate a tentative displacement vector
map as well as an ROI probability map. In iteration #1, the context features are updated with the 3D Haar features extracted from
the tentative displacement vector map and ROI probability map.
The updated displacement vector map and ROI label information
are encoded into the next CRRF for further reﬁning both the displacement vector map and ROI probability map. This procedure is
repeatedly conducted until the maximum iteration #T is reached.
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Fig. 5. Illustration examples for comparing the powers of the CRRF versus the RRF and RF. (a) a1 and a2 have the same displacement vector, but belong to different classes.
(b) b1 and b2 have similar appearance, but belong to different classes.

Fig. 6. Qualitative comparison between the displacement vector magnitude maps estimated by the conventional RRF and CRRF for the right Thalamus. (a) Training image
with one ROI label. (b) Displacement vector magnitude map predicted by RRF. (c) Displacement vector magnitude map predicted by CRRF. (d) Displacement vector magnitude
map of the ground-truth. (e) DVM visualized in 3D space, where each arrow indicates one displacement vector, pointing to the ROI boundary. Different colors encode the
respective displacement magnitudes for the arrows. (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web version of this
article.)

Fig. 7. The framework of the CRRF reﬁnement using auto-context model. In iteration 0, the initial context and appearance features are used to train the CRRF. From iteration
1, the context features are updated based on the prediction results and fed into the new CRRF together with the appearance features for reﬁnement.

Here, the number of iterations T is determined by the difference of
predicted outputs in two consecutive iterations.
2.2. Regression guided deformable segmentation
After the DVM are predicted, taking the zero-level of the magnitude map of the DVM (MDVM) can be a straight-forward solution

to get the ROI segmentation. However, due to the inevitable regression errors, there are some voxels with wrongly predicted displacement vectors, which causes the noisy MDVM. This is demonstrated
in Fig. 6, where (b) and (c) are the magnitudes of the predicted
DVM, while (d) is the magnitude of ground-truth DVM. Thus, directly deforming to the zero-magnitude level will lead to less accurate segmentation results, because of ignoring (1) the useful guid-
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ance contained in the predictions of many other non-boundary
voxels and (2) also the global shape/smoothness regularization. To
address this issue, we introduce a prior shape model and iteratively deform it onto the target ROI under the guidance of the
DVM.
The deformation process is partitioned into the global stage and
local stage. The global deformation stage uses the predicted DVM
to estimate a global transformation over the entire shape model.
Thus, the smoothness and shape regularization of the prior shape
model is implicitly imposed. In addition, to further reduce the inﬂuence of those wrongly predicted displacement vectors, both the
global deformation and the local deformation are conducted iteratively. At each deformation iteration, the deformation parameter
is partially determined by the guiding displacement vectors. Thus,
even having some wrongly predicted displacement vectors, their
inﬂuence can be limited. The entire deformation process is detailed
below.
Denote the shape vertices set at the tth deformation iteration
(t )
(t )
as V (t ) = {p1(t ) , . . . , pm
, . . . , p|(Vt )| }, where pm
is the coordinates of
the mth vertex in the image domain and |V| is the number of vertices. Note that V(0) denotes the prior shape model initialized at
the center of image space. Also, denote the predicted DVM as D,
(t )
with D (t) indicating the estimated displacement vector at pm
.
pm

In the global deformation stage, global translation (T), rotation
(R), scaling (S) and aﬃne transformation (A) over the entire shape
can be represented by a transformation matrix, denoted as MT ,
MR , MS and MA , respectively. By using the predicted displacement vectors for all shape vertices, i.e., {D (t) , . . . , D (t) , . . . , D (t) },
p1

pm

p

|V|

the estimation of transformation matrix at the tth iteration could
be formulated as the following minimization problem:

arg min
M (t )

s.t.
where

Vˆ (t ) − M(t )V (t ) 22

(3)

M(t ) ∈ {MT , MR , MS , MA }
Vˆ (t ) = {( p(1t ) + ρ D

(t )
( t ) ), . . . , ( pm
p1

+ ρD

(t )
( t ) ), . . . , ( p|V|
pm

+

ρ Dp(t) )}, and 0 < ρ < 1 is the deformation rate used to relieve
|V|

the inﬂuence of inaccurately predicted displacement vectors
during the deformation. M(t ) ∈ {MT , MR , MS , MA } indicates the
transformation type. Note that each type of transformation has its
intrinsic constraint over the matrix M(t ) . For example, to estimate
the rotation transformation matrix MR , Eq. (3) is subject to an
additional constraint MR MTR = 1. Once M(t ) is obtained from
Eq. (3), it can be further applied to V(t) for updating the shape
model as follows:

V (t+1) = M(t )V (t )

(4)

The advantage of this iterative deformation controlled by the deformation rate ρ is that those inaccurately predicted displacement
vectors would have less inﬂuence on the shape deformation. This
is because, in this way, the global deformation will not only rely
on the displacement vectors at the voxels where the prior shape
model initialized, but also rely on all the voxels’ displacement vectors involved in the deformation process. Since most predictions
are reliable, the robustness can be improved.
The global translation, rotation, scaling and aﬃne transformation are conducted sequentially. First, the translation is iteratively
conducted until the shape converged. After that, the translated
shape is used as the input for the global rotation, and then iteratively rotated until convergence. Similarly, the scaling and aﬃne
transformations are also iteratively conducted one after the other.
When the global transformation ﬁnishes, the position and pose of
the shape model will be consistent with the target ROI. Next, we
resort to the local deformation stage.
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In the local deformation stage, each shape vertex is deformed
based on their own displacement vector in an iterative way, controlled by the deformation rate. Moreover, to alleviate the inﬂuence of some inaccurately predicted displacement vectors, the new
shape needs to be further smoothed by using a Gaussian kernel
and then re-meshed after each deformation iteration. In summary,
the overall deformation procedure in this stage can be formulated
as:



(t )
{( p(1t ) + α Dp(t) ), . . . , (pm
+ α Dp(t) ), . . . , (p|(Vt )| + α Dp(t) )}
m
1
|V|
V (t+1) = Remesh(Smooth(Vˆ (t ) ))

Vˆ (t ) =

(5)
where 0 < α < 1 is the deformation rate used to relieve the
inﬂuence of inaccurately predicted displacement vectors.
Remesh(Smooth(· )) indicates for smoothing shape with Gaussian kernel and then re-meshing it. By doing this, the misguidance
caused by the inaccurately predicted displacement vectors can be
avoided with the help of their neighboring vertices.
In our framework, in the low resolution space, the prior shape
model is only translated from the image center to the predicted
position according to the predicted DVM. Then, the translated
shape model is further deformed in the high resolution space under the guidance of the predicted DVM through the global and local deformation stage.
The deformation strategy in this subsection could take advantage of the implicit correspondences established by the DVM to
improve the robustness. Speciﬁcally, during the above global and
local deformation stages, at each iteration, we are able to jointly
use the predictions of |V| voxels for robustly updating the model
deformation. Note that by introducing two deformation rates ρ and
α , we manage to make the model ﬁtting converge after many iterations. Therefore, the ﬁnal deformation of each vertex is determined
by the dynamic weighted combination of the predicted displacement vectors at all intermediate deformation iterations. Compared
to the case of simply determining the deformation by each vertex’s
local displacement vector or local distance, this iterative deformation strategy is obviously much more robust to the prediction errors, and thus minimizes the negative effects of those inaccurately
predicted displacement vectors.
2.3. Multiple ROIs merging
All individual ROI segmentations derived from each ROI model
might be slightly overlapped. To determine the ﬁnal labels of voxels in the overlapping region, we utilize the ROI probability maps
generated from the CRRF, where each value represents the likelihood of a voxel belonging to the particular ROI. Speciﬁcally, the label of a voxel in the overlapping region is determined as the label
with the maximum probability value across all ROIs.
3. Experiments and analysis
3.1. Experimental settings
We evaluate our proposed method on three public brain MR
datasets: IXI atlas dataset, LONI dataset, and SATA dataset. The IXI
atlas dataset contains 30 MR images. Each image in the IXI atlas
dataset has 83 brain ROIs that cover the entire brain. The LONI
dataset contains 40 MR images. Each image in LONI dataset has 54
brain ROIs, excluding brainstem and cerebellum. The SATA dataset
contains 35 MR images. Each image in the SATA dataset has 14
brain ROIs labeled, which mainly focus on the diencephalon, i.e.,
the accumbens area, amygdala, caudate, hippocampus, pallidum,
putamen and thalamus on both left and right hemispheres.
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Table 1
Mean and standard derivation of Dice ratio for all comparison methods.
Method

IXI atlas

MV (Fischl et al., 2002)
Non-Local (Coupé et al., 2011)
SPBL (Wu et al., 2012)
HSPBL (Wu et al., 2015)
RRF
RRF + 1 ACM
RRF + 2 ACM
RF
RF + 1 ACM
RF + 2 ACM
RF + Condi. Random Field
RF + 1 ACM + Condi. Random Field
RF + 2 ACM + Condi. Random Field
CRRF
CRRF + 1 ACM
CRRF + 2 ACM

0.681
0.714
0.734
0.745
0.502
0.534
0.689
0.698
0.717
0.741
0.764
0.779
0.779
0.786
0.792
0.793

±
±
±
±
±
±
±
±
±
±
±
±
±
±
±
±

LONI
0.124
0.112
0.105
0.101
0.156
0.153
0.157
o.122
0.115
0.092
0.099
0.099
0.082
0.112
0.109
0.104

For comparison, we apply four label fusion based methods to
each dataset: (1) the multi-atlas registration and majority voting
(MV) (Fischl et al., 2002); (2) the non-local patch based label fusion (Non-Local) (Coupé et al., 2011); (3) the sparse patch based
label fusion (SPBL) (Wu et al., 2012); (4) the hierarchical sparse
patch based label fusion (HSPBL) (Wu et al., 2015). In addition,
we also apply learning based segmentation methods: (5) the conventional regression random forest based deformable segmentation (RRF) (Cootes et al., 2012; Sauer et al., 2011; Girshick et al.,
2011) which predicts the DVM using the random forest regressor
(RRF), instead of the CRRF; (6) the classiﬁcation random forest (RF)
(Criminisi et al., 2012), which treats the segmentation as a classiﬁcation problem by estimating the label probability map, and (7)
the classiﬁcation random forest with the conditional random ﬁeld
as post-processing. For the conditional random ﬁeld implementation, we adopted a popular toolkit developed in (Koltun, 2011;
Kamnitsas et al., 2017). For the registration step in the multi-atlas
based label fusion methods, we use FLIRT (Smith et al., 2004) in
the FSL toolbox to perform linear registration. Speciﬁcally, we use
aﬃne transformation, correlation ratio as the measurement of registration cost function, and ± 30 degrees in three directions as the
search range. For the patch based label fusion methods, the patch
size is heuristically chosen as 5 × 5 × 5. For the SPBL and HSPBL
methods, we select their optimal parameter for L1 norm constraint,
to generate the best performance. For the RRF, we use the same
experiment settings as CRRF, i.e., the same input appearance and
initial context features and also the same deformable model and
deformation steps. For both the RF and the RF with conditional
random ﬁeld, the experimental conﬁguration and training samples
are selected exactly same as the CRRF. Besides, the probability map
of the RF is also reﬁned by the auto-context model (ACM) as the
CRRF does. For the parameters of random forest in RRF and CRRF,
we construct each forest with 20 trees. For each tree, the maximum depth is 20 and the minimum leaf size is 8. In the experiments, two iterations of the auto-context reﬁnement are adopted
since the segmentation performance keeps relatively stable after
two iterations. The segmentation performance of each method is
evaluated by the Dice ratio between the manual label and the automatic segmentation. Moreover, the computational time of each
method is measured.
For one training image, we linearly align other training images
onto it for getting the initial probability map and the initial DVM.
Then, the 3D Haar features extracted from the initial probability
map and the initial DVM are used as the initial context features.
Note that, although we have the ground-truth segmentation for the
current training image, we do not use it for extracting any initial
context features (since we have no this type of ground-truth information in the testing stage). After all the features (i.e., both appear-

0.724
0.778
0.780
0.738
0.523
0.575
0.729
0.702
0.715
0.734
0.771
0.775
0.793
0.801
0.810
0.811

SATA
±
±
±
±
±
±
±
±
±
±
±
±
±
±
±
±

0.047
0.044
0.043
0.051
0.103
0.109
0.093
0.063
0.060
0.046
0.054
0.042
0.042
0.038
0.037
0.037

0.628
0.783
0.778
0.814
0.448
0.468
0.659
0.636
0.670
0.717
0.827
0.843
0.853
0.849
0.853
0.854

±
±
±
±
±
±
±
±
±
±
±
±
±
±
±
±

0.116
0.074
0.074
0.063
0.115
0.136
0.202
0.056
0.075
0.065
0.056
0.056
0.055
0.050
0.048
0.047

ance features and initial context features) are extracted, CRRF just
uses the ground truth to learn the nonlinear mapping between the
patch features and the patch labels/displacement vectors. Moreover, we exclude the label information of the current training image to simulate the case in the testing stage for optimizing the parameters. In this way, the learned CRRF can better capture the information for the new image, improving the generalization ability
for the CRRF.

3.2. Quantitative analysis
Table 1 shows the average Dice ratio and the standard deviation
of all ROIs by all comparison methods on three datasets. As can be
seen, the performance of MV method depends on the registration
performance. Since the linear registration could not well capture
the ROI variations among different subjects, its accuracy is relatively low compared to other patch-based label fusion methods.
The Non-Local and SPBL methods achieve much better accuracy
than MV method on all three datasets. The HSPBL method achieves
slightly higher accuracy on the IXI atlas and SATA data by using
the multi-scale patches, which considers local structural information in a hierarchical way. However, this method achieved lower
accuracy on the LONI dataset. Compared to all the patch-based label fusion methods, the CRRF achieves the best performance on all
three datasets, even without using the auto-context model. After
using the auto-context based reﬁnement, the accuracy is further
increased.
The RRF method achieved a worse accuracy than the patchbased label fusion methods on all three datasets. Since the RRF
method does not use the label information in learning the regression forest, the prediction of DVM is often not accurate, especially
for the patches near the target ROI boundary (see Fig. 6). From
Table 1, it can be seen that the RRF segmentation performance
has surprising jump in terms of Dice ratio between the ﬁrst and
the second auto-context iterations. While for the CRRF, the performance is relatively stable. Here, we just report two-iteration results, because, after two iterations of ACM reﬁnement, the result of
RRF becomes stable. For example, if using 3 iterations of ACM, the
performance is 0.694 ± 0.156 for the IXI atlas dataset, 0.731 ± 0.098
for the LONI dataset, and 0.672 ± 0.214 for the SATA dataset. If using 4 iterations of ACM, the performance is 0.695 ± 0.149 for IXI
atlas dataset, 0.733 ± 0.097 for LONI dataset, and 0.671 ± 0.209 for
the SATA dataset. Note that the only difference between RRF and
CRRF lies in the predicted DVM. Therefore, based on these results,
it can be concluded that the DVM predicted by the RRF is not as
stable as the CRRF. Actually, this result also supports the analysis
that the CRRF predicts better DVM than RRF in Section 2.1.2.
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Table 2
Comparison of average computation time for labeling an image using different methods.
MV

Non-Local

SPBL

HSPBL

RRF

RF

RF+Condi. Random Field

Ours

10 mins

15 mins

8 hours

14 hours

5 mins

4 mins

5 mins

5 mins

The segmentation result of classiﬁcation random forest (RF) is
much inferior to CRRF. With the help of conditional random ﬁeld
inference, the segmentation results of RF method has some improvement, i.e., with much smoother boundaries and less isolated
segmentations. For the IXI atlas dataset with total 83 ROIs, our
method achieves better performance than the full RF method (RF
+ 2 ACM + Condi) in 72 ROIs. A pairwise t-test indicates that our
method has a signiﬁcant improvement over the full RF method in
terms of Dice ratio (p-Value = .0016). For the LONI dataset with
total 54 ROIs, our method performs signiﬁcantly (with p-Value =
7.792e−15) better than the full RF method in 51 ROIs. For the SATA
dataset with total 14 ROIs, our method achieves better results in 7
ROIs and comparable results in the remaining 7 ROIs, respectively.
The pairwise t-test (p-Value = .488) showed that the two methods get comparable segmentation performance in the SATA dataset.
Note that, compared to the SATA dataset which contains only the
subcortical ROIs with distinguishable appearance patterns, the segmentation tasks for the cortical ROIs in both IXI atlas dataset and
LONI dataset are much challenging due to their intrinsic similar
appearance patterns. From this point of view, our method is able to
obtain much robust performance when handling the whole brain
ROIs segmentation tasks.
In Table 1, the mean and standard derivation of Dice ratio for
segmentation results with different iterations of the auto-context
model are also reported. For all the three datasets, the auto-context
reﬁnement improves the segmentation performance with the increase of iterations. Speciﬁcally, 0.5–1% of average Dice ratio is improved in iteration #1. But only 0.1% of Dice ratio is improved in
iteration #2. And there is no further improvement after these two
iterations. So we just set the iteration number T to be 2.
During the experiments, we ﬁnd that the initial context features
are critical for improving the performance of the brain ROI labeling. Without using initial context features, many ROIs are not able
to be successfully segmented, especially for some ROIs with small
size. The initial context features are very discriminative to improve
the labeling performance for two reasons. (1) Based on the context
features extracted from the initial probability map, an initial probability that a vertex belongs to a speciﬁc ROI is provided. For the
points far away from each ROI, their initial probabilities are close
to zero, which signiﬁcantly helps the classiﬁer to identify them
as the background. (2) Since the context features extracted from
the displacement vector maps implicitly encode the shape prior for
each ROI, the misclassiﬁed vertices can be further corrected based
on the predictions with this shape prior information.
The experimental results of each ROI on all three datasets are
presented in detail in the Supplementary ﬁles, Section A.
3.3. Computational time comparison
The implementation of our work is based on the C++ platform
with the Open MP compiler conﬁguration used for CPU parallel
computation. The linear alignment is implemented by Flirt in the
FSL (Smith et al., 2004) package. Each ROI segmentation is conducted on the workstation with an Intel Xeon X5650 CPU and 64G
memory. Different ROIs are parallel-computed in a computer cluster and then merged together. During the calculation, GPU is not
used. Table 2 shows the average computation time for labeling an
image by each comparison method on different datasets. For each
dataset, we conduct a 3-fold cross validation and the aﬃne regis-

tration is performed in parallel. Most computational cost for the
MV method is from the aﬃne registration of all training images
onto the target image. With the similar registration time, the NonLocal method takes 5 mins or more to perform label fusion, instead of majority voting. The SPBL method takes longer time due
to solving the sparse representation for each patch. The HSPBL
method is the most computationally intensive, since it needs to
solve the sparse representation at three scales, respectively. Our
CRRF method and the RRF method take much lower computation
time. Our method is even faster than the MV method, due to the
use of multi-resolution strategy to handle much smaller number of
patches when predicting the DVM.
3.4. Qualitative analysis
Fig. 8 shows the qualitative comparison of segmentation results between our method and other comparison methods from
different views on the LONI dataset. Since the patch similarity is
computed in small local neighbor, the relationship between ROI
and global shape could not be considered in the patch-based label fusion methods. Accordingly, the segmentations generated by
the patch-based label fusion methods are not smooth and often
isolated especially for the small-sized ROIs, thus affecting segmentation performances. On the other hand, the RRF based method
predicts poor DVM and thus misguide the shape model to wrong
positions. Our method can not only alleviate the issue of isolated
segmentation but also generate very smooth boundary by utilizing
the better predicted DVM to guide the shape model. The segmentations generated by our method are thus more close to the manual segmentations.
Qualitatively, our segmentation results are smoother than both
the manual segmentation and the non-local patch based label fusion method. For the manual segmentation, the radiologist ﬁrst delineates each ROI slice by slice, and then reﬁnes annotations in
three different views (sagittal, coronal and transversal views), respectively. However, the smooth boundary labeled in one view
usually appears to be non-smooth in other two views. That is,
some inconsistent and unsmooth boundaries are inevitable. For
the non-local patch based label fusion method, each patch in the
subject image is labeled independently without using smoothness
constraint. Therefore, the boundaries generated from the non-local
approach are not smooth enough. Unlike the above two methods,
our approach guaranteed the smoothness of the segmented boundaries in two ways. (a) We extracted features from the 3D patches
which simultaneously consider the spatial information in 3D space.
Thus, the segmentation is more consistent spatially. (b) At the deformable segmentation stage, the smoothness constraint is inherently embedded when iteratively deforming the initial shape onto
the target ROI boundary under the guidance of DVM.
3.5. Comparison of the DVM and distance map regressions in guiding
the deformable model
Literally, either the DVM regression or the distance map (DM)
regression can both be used to guide the deformable model, and
theoretically the DM can be calculated as the magnitude map of
the DVM (MDVM). We choose to regress the DVM instead of the
DM because: (a) The regression of the DVM can be more accurate
than the regression of the DM in capturing the ROI boundary under the random forest framework. Therefore, even we want to use
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Fig. 8. Qualitative comparison of segmentation results between our method and other comparison methods. The red arrows indicate some isolated segmentations by other
methods, but successfully corrected by our method. (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web version of this
article.)
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Table 3
Mean and standard deviation of Dice ratio for the comparison methods of regression DM and DVM.

Fig. 9. A slice of brain MRI with the boundary of the right thalamus (in red contour). Patches at c1 and c2 have the same distance but different displacement vectors to the thalamus boundary. (For interpretation of the references to color in this
ﬁgure legend, the reader is referred to the web version of this article.)

the DM as the deformation guidance, it might be a better choice
to ﬁrst regress the DVM and then get the corresponding MDVM
for guiding the deformable model, rather than directly regress the
DM; (b) The DVM implicitly established the correspondence of
multiple non-boundary voxels to a certain boundary voxel. This
multi-to-one correspondence estimation enables the initial shape
model to use multiple voxels predictions to jointly ﬁt the target
ROI, rather than just use the single local prediction, as illustrated
in Section 2.2. Here, we compare the accuracy of the DVM regression and the DM regression by in views of method and experiment
respectively.
Fig. 9 shows a slice of brain MRI with the boundary of the
right thalamus (in red contour). Patches at c1 and c2 locate outside of the thalamus, and they have the same distance but different displacement vectors to the thalamus boundary. If we use the
distance as the regression target, the random forest regressor will
tend to push c1 and c2 into the same child node, because they have
the same distance and both do not belong to the thalamus. However, as can be seen in Fig. 9, patches at c1 and c2 have quite different appearance patterns. In this case, the random forest regressor
might choose some “optimal” feature to push them into the same
child node, whereas the selected “optimal” features might be certain meaningless features with weak generalization ability which
could possibly lead to overﬁtting. On the contrary, if we use the displacement vector as the regression target, the random forest will
naturally try to push c1 and c2 to different child nodes, because c1
and c2 have different displacement vectors. Therefore, some meaningful appearance features can be more likely to be chosen, which
can obviously have more powerful generalization ability to avoid
the potential overﬁtting.
Actually, the above example is a typical and common case, existing in labeling of the brain ROI. More importantly, this case
would become more critical when labeling patches near the ROI
boundary. Because when we are closer to the ROI boundary, we
will more frequently meet the patches with different appearance
patterns but the same distance to the ROI boundary. Therefore,
the possibility that the random forest selects meaningless features
becomes higher, and more potential overﬁtting might appear. Instead, as aforementioned, if we use the displacement vector as the
regression target, the near-boundary patches still differ from each
other in their displacement vectors, and the random forest is more
likely to select the meaningful appearance features.
We have conducted two experiments to compare the accuracies
of the DVM regression and the DM regression. The ﬁrst experiment
adopts the random forest to regress the DM, and the second experiment uses the random forest to regress the DVM. The same training patch samples are used for a fair comparison. After the DM and
DVM are predicted, we use them to guide deformable model ﬁtting

Method

IXI atlas

LONI

SATA

DM + Level set
MDVM + Level set
Our results

0.738 ± 0.131
0.754 ± 0.119
0.793 ± 0.104

0.743 ± 0.051
0.751 ± 0.038
0.811 ± 0.037

0.775 ± 0.076
0.821 ± 0.038
0.854 ± 0.047

in three different ways: (a) directly use the predicted DM to guide
the initial model to ﬁt for the zero-level set through the level set
evolution; (b) ﬁrst compute the magnitude map of the predicted
DVM (MDVM), and then use the MDVM to guide the initial model
to the zero-level set also through the level set evolution; (c) use
the DVM to guide the shape model for ﬁtting the target ROI as
in Section 2.2. To reduce the shape initialization inﬂuence on the
model deformation, we consistently initialize the model near the
zero-level set. To this end, we use the label map generated from
the joint classiﬁcation and regression random forest, which could
provide a suﬃciently good initialization.
Fig. 10 presents a qualitative comparison of the experiments results. Fig. 10(b) and (c) demonstrate the predicted DM and MDVM,
respectively. For a clear comparison, the manual label (as shown
in green region) is overlaid on the predicted DM (Fig. 10(d)) and
MDVM (Fig. 10(e)). It can be seen that the MDVM is more consistent with the manual label than the DM in estimating the boundary locations. The white contour in Fig. 10(b) and the yellow contour in Fig. 10(c) indicate the zero-level set segmentations based
on the predicted DM and MDVM, respectively. It can be seen that
the level set method successfully evolves the shape model to the
zero-level set using both predictions. Fig. 10(f) presents the labeling results of different deformation ways using either DM or DVM.
The green contour indicates the manually labeled ROI boundary.
The white contour indicates the labeled ROI boundary using the
DM guided level set. The yellow contour indicates the labeled ROI
boundary using the MDVM guided level set. The red contour is the
result of the proposed method. It can be seen that our method’s
result is the closest to the manual ROI boundary.
For further explaining the reason why the DVM regression obtained better prediction accuracy than the DM regression, we resort to the inherent motivation of the multi-task random forest
(Glocker et al., 2012), i.e., selecting features in a stricter manner to
reduce possible overﬁtting. Given a large number of features extracted from the original images, we could use the properly designed regression target to regularize the feature selection criterion, which could potentially improve the robustness.
In addition to the qualitative comparison, we also compared
three methods quantitatively in three datasets (IXI atlas, LONI and
SATA). The Dice ratios between the labeling results of all comparison methods and the manual labels are presented in Table 3.
Comparing the DM guided level set method to the MDVM
guided level set method, the later one achieved signiﬁcantly better
performance on IXI atlas (p-Value=.0 0 02) and SATA (p-Value=.0 03)
datasets. On LONI dataset, the MDVM guided level set also obtained better performance, but not statistically signiﬁcant. Besides
the overall average results for all ROIs, we also reported the Dice
ratio for each ROI in Figs. S1–S3 in the Supplementary ﬁles. Specifically, the MDVM guided level set got better performance in 57 out
of 83 ROIs for the IXI atlas dataset, in 34 out of 54 ROIs for the
LONI dataset, and in 12 out of 14 ROIs for the SATA dataset. From
the above results, we could see that the DVM regression achieves
better segmentation performance than the DM regression for both
overall and separate ROI evaluations. Moreover, our method gets
the best performance among all comparison methods.
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Fig. 10. Comparison of the DM and DVM regressions and labeling results. (a) The original image in three different views. (b) The predicted DM, with the white contour
indicating the DM guided level set segmentation. (c) The predicted magnitude map of DVM (MDVM), where the yellow contour indicates the MDVM guided level set
segmentation. (d) The manual label (green region) overlaid on the DM regression result. (e) The manual label (green region) overlaid on the MDVM regression result. (f)
Comparison of the labeling results by different methods. (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web version of this
article.)

4. Discussion
4.1. Sensitivity to the registration method
In order to extract the initial context features, the linear registration is adopted to align the training images into the subject
space for generating the label probability map and also the initial displacement vector map (DVM). During this step, only the robust linear registration is used, and no any non-linear registration

is involved. Speciﬁcally, the popular linear registration tool “Flirt”
(Smith et al., 2004) is employed by using correlation ratio as the
cost function. In order to demonstrate the robustness, we further
evaluate our method using the linear registration with another cost
function, i.e., mutual information. By comparing the segmentation
performance under different registration conditions, our method is
shown to be robust to registration, due to the use of subsequent
learning-based regression and classiﬁcation strategies. For exam-
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ple, for the IXI atlas dataset, using either the correlation ratio or
the mutual information as the cost function in registration, the average segmentation performance over all 83 ROIs are both 0.793;
a pair-wise t-test also shows no difference between these two sets
of results (with p-Value=.517).
4.2. Sensitivity to the parameters of random forest
The tree number, depth number, and the leaf size are important parameters for the random forest. Generally, without enough
tree numbers in the forest, the randomness cannot be guaranteed and each tree would be too diverse about the prediction
(Criminisi et al., 2012), thus causing poor generalization ability and
ﬁnally degrading the performance. On the other hand, the large
tree depth and small leaf size might cause overﬁtting, while a shallow tree with big leaf size would cause over-smoothness to the
posterior probability (Criminisi et al., 2012). In the experiments,
several candidate values for these parameters are pre-determined
empirically, such as {10, 20, 30} for the tree number, {15, 20, 25,
30} for the tree depth, and {4, 6, 8, 10} for the leaf size. Then,
cross-validation on the training samples is adopted to choose the
best parameters from the candidate sets. After the grid search on
all parameter combinations, the optimal parameters with the best
performance on the validation set are determined, i.e., 20 for the
number of trees, 20 for the depth of trees, and 8 for the leaf size.
It should be noted that the stop criteria for stopping the growth of
a tree are: (a) the maximum depth is reached; (b) the number of
training samples at a node is below the leaf size; (c) there is no
information gain.
4.3. Sampling strategy among different ACM iterations
The selection of training data is critical and needs to be
changed after each iteration. In the experiment, we adopt the following strategies to meet this requirement. First, a batch of training samples is selected and used to train the CRRF. The locations
of these training samples are recorded for future usage. Second, all
the training data are tested using the current trained CRRF. Based
on the comparison between the predicted results and the ground
truth, we pick out the wrongly predicted training samples and put
them into the new batch of training samples for the next iteration.
In addition, we reselect some unused samples into the new training batch in order to improve the generalization of the learning
method. Third, the updated training batch is fed into the next iteration of auto-context model. In this way, the training data in each
auto-context iteration is different, which helps improve the performance of the CRRF by learning more and more precise mapping
iteration after iteration.
4.4. Analysis on multi-class classiﬁcation
The random forest framework is able to handle multi-class
problem. In some cases, segmenting multiple ROIs simultaneously
could lead to even better performance than separately handling
each ROI, especially after introducing the context features that involve the interactions between neighboring ROIs into the classiﬁers. In our current framework, the reason why we do not simultaneously segment multiple ROIs mainly lies in the following factors.
(1) The high computation resource cost. For example, when jointly
segmenting K ROIs, each training subject possesses an original intensity image, K initial probability maps (one for each ROI), and
K × 3 initial displacement vector maps ((dx, dy, dz) for each ROI).
Totally, 4K + 1 channels are needed for each training subject. For
the IXI atlas dataset with K = 83, each subject contains 4K + 1 =
333 channels. Each channel has the same size as the original intensity image, where the average size is about 160 × 170 × 190. In
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such case, supposing 20 subjects (which are 2/3 subjects in IXI atlas dataset) and around 50% samples for each ROI are used to train
the multiclass classiﬁer, the memory and computation cost are too
expensive. (2) The unbalanced numbers of voxels for different ROIs.
Some brain ROIs are quite small, which only includes several hundreds of voxels. Even using all these voxels, their training samples
are still limited compared to the larger ROIs. Thus, extra strategies
are needed to balance the training samples for different sized ROIs.
Otherwise, the unbalanced training samples would cause the domination of labels from large ROIs over the labels from small ROIs.
One possible solution is to partition all ROIs into some groups according to their ROI sizes as well as their relative spatial relationships. Then, for each group, multiclass segmentation can be performed. Note that the grouping strategy is critical for the performance of the segmentation. This is because the context features
among different ROIs within each group could highly help each
other and further improve the segmentation performance.
4.5. Deep learning on the brain ROI segmentation
Recently, deep learning is achieving more and more success
in many ﬁelds. The brain ROI segmentation in this paper can
be regarded as a typical multi-label segmentation problem. Generally, for solving the multi-label segmentation problem, many
deep learning methods have been proposed for solving the multilabel segmentation. e.g., the FCN (Long et al., 2015), SegNet
(Badrinarayanan et al., 2017), U-net (Ronneberger et al., 2015), cascaded FCN (Christ et al., 2017), and HNN (Roth et al., 2016). These
methods successfully learned a highly nonlinear mapping from the
image domain to the label domain in an end-to-end, voxel-to-voxel
manner. During the training of deep neural networks, the nodes
in the deeper layers could capture effective high-level features
for building the mapping. Compared to the traditional hand-craft
features, features learned from the deep neural networks could
be more discriminative and effective. Therefore, the deep learning methods can achieve much better performance for multi-label
segmentation. More recently, the local structural information embedded in the manual labels was explored by using the fully connected CRF model, and incorporated into the deep learning framework, e.g., the CRF CNN (Kamnitsas et al., 2015; 2017), DeepLab
(Chen et al., 2017) and DeepNAT (Wachinger et al., 2017). These
new methods further improved the segmentation performance and
promoted a new trend of development. Speciﬁcally, for the brain
segmentation task, multiple 3D CNN models were investigated
and had obtained quite promising performances (Wachinger et al.,
2017; de Brebisson and Montana, 2015; Moeskops et al., 2016). Inspired by these researches, it is promising to explore the improvement of DVM prediction by incorporating the deep learning with
our current framework, and then further boost the segmentation
performance.
5. Conclusion and future works
We propose a novel brain ROI segmentation method which can
predict the displacement vector maps (DVM) from the testing image to explicitly guide the deformation of shape model. Different
from the conventional deformable segmentation, which often deforms shape model locally and is thus sensitive to initialization,
our method does not suffer from this initialization issue. This is
achieved by using the DVM to guide the deformable model to ﬁt
for the target ROI. The DVM is predicted by two joint classiﬁcation and regression random forests (CRRF) at two resolution image
spaces. While the CRRF are trained with the appearance features
from the image and also the context features from the probability map of aligned training atlases. The auto-context model further
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improves the prediction accuracy (0.5 ∼ 1%) by considering the local structure information. We have validated our method on three
public datasets. For all three datasets, our method produces reasonable ROI segmentations and also signiﬁcantly outperforms the
comparison methods. Furthermore, our method reduces the computational cost by using the multi-resolution framework.
Currently, our framework has two limitations. First, in the deformable segmentation stage, smoothness constraints are inherently embedded when iteratively deforming the initial prior shape
model onto the target ROI boundary under the guidance of DVM.
Speciﬁcally, at each deformation step, re-meshing of the deformed
shape is used to prevent the inﬂuence of outlier displacement vector and thus smooth the shape model. Actually, a better and more
straight strategy to solve the smoothness issue is to consider the
inner shape constraints during the deformation, rather than totally relying on the guidance of the DVM as used in our current
method. Second, our current framework focuses on the coarse parcellation, i.e., the number of ROIs for the whole brain is just 83 on
the IXI atlas dataset and 54 on the LONI dataset, respectively. Theoretically, our framework could be easily extended to the task of
ﬁne-granularity parcellations, which is a promising research direction and has wide applications in brain connectivity mapping. In
the future, we will improve our current framework in the following 3 aspects, (1) improving our current deformable segmentation
approach with the shape constraints, (2) applying it to ﬁne parcellation of the brain (with more brain regions), and (3) explore the
improvement of DVM prediction by taking advantage of the deep
learning paradigm.
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