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a b s t r a c t
In this study, we address the problem of similar local motions that create confusion within different
group activities. To reduce the inﬂuences of motions, we propose a discriminative group context feature
(DGCF) that considers prominent sub-events. Moreover, we adopt a gated recurrent unit (GRU) model
that can learn temporal changes in a sequence. In real-world scenarios, people perform activities with
different temporal lengths. The GRU model handles an arbitrary length of data for training with nonlinear hidden units in the network. However, when we use a deep neural network model, data scarcity
causes overﬁtting problems. Data augmentation methods for images are ineffective for trajectory data
augmentation. Thus, we also propose a method for trajectory augmentation. We evaluate the effectiveness of the proposed method on three datasets. In our experiments on each dataset, we show that the
proposed method outperforms the competing state-of-the-art methods for group activity recognition.

1. Introduction
Despite many studies in the computer vision ﬁeld that strive to
understand human activities in surveillance videos, there are still
challenging problems and limitations such as within intra-class
variability.
Video-based human activity recognition methods can be divided into four categories according to the number of people
in a video: individual activity recognition [1–5], human interaction recognition [6–9], crowded scene understanding [10–16], and
group activity recognition [17–24].
Individual activity recognition attempts to interpret the behavior of a single person. Human interaction recognition attempts to
analyze the activity occurring between two people, such as handshaking. Crowded scene understanding primarily attempts to detect an abnormal situation in a scene including many people. The
scene is analyzed by modeling the trajectories of the people. Group
activity recognition attempts to analyze the interaction between
more than two people, but smaller than a crowd.
In particular, the group activity recognition problem is challenging because it needs to consider co-occurring individual activities of people and understanding of the complex relationship
between participants. Moreover, similar local motions in different
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activity classes create confusion in the classiﬁcations. Fig. 1 shows
an example of different classes including similar motions. Consider
the scene when two or more people approach each other or move
apart; these two situations share a local motion of “people walking” and thus, have a tendency to be confused by the extracted features from the local motion. For an intelligent surveillance system,
a technique for reducing the inﬂuences of similar local motions is
important.
For understanding human activities in surveillance videos, two
types of features are representatively used: shape-based features
and trajectory-based features. The shape-based feature is used to
describe the appearance information of a human and is meaningful for capturing the relationship between the local motions from
body parts. Human activity can also be represented as a combination of local motions. For example, in the case of people hugging, the activity can be described as a combination of “stepping
forward” and “embracing arms.” Although the shape-based feature
can elaborately represent human activity, it is vulnerable to low
resolution and occlusion of body parts. It is also ineffective when
the region of a person occupies less than 5% of a scene [25]. On the
other hand, the trajectory-based feature captures the motion of an
object with a semantic-level interpretation of the movements in a
scene. This feature can represent a human activity (e.g., standing,
walking, running, etc.) according to the degree of location changes.
Furthermore, by considering the relationships and properties between people, this feature can describe a group activity. For example, the moving directions of individuals and the distances be-
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Fig. 1. Similar local motions in different activities.

Fig. 2. Two types of relations in a scene.

tween people are meaningful for determining whether people are
approaching or splitting up. We focus on the analysis of relations
among people in videos using trajectories in this work. We do not
detect the human objects and track them in the videos. We assume
that the trajectories are given in advance. It means that we use the
ground truth location of objects. If we can successfully detect the
objects with any available detector, the problems of low-resolution
and occluded objects will be not critical.
In this study, we address the problem of human group activity
recognition by handling the relationship between multiple human
objects in a scene. Several activities share similar local motions,
and these motions can cause misclassiﬁcations because a group
activity can be a combination of co-occurring individual activities
and sub-events between people. To achieve satisfactory results in
group activity recognition, we need to enlarge the inter-class differences. We thus propose a method for detecting the prominent
relationship in a group and reducing the inﬂuences of similar local motions. Fig. 2 shows examples of prominent relations and insigniﬁcant relations in a scene. We consider the relations that include similar local motions as insigniﬁcant relations for group activity analysis. Observations from prominent relations are crucial
for group activity representation. We deﬁne two criteria for dividing people into sub-groups to focus on the prominent relations.
Therefore, we analyze the detected prominent relations and describe the group activity except the similar local motions.
Recently, a recurrent neural network (RNN) shows the representation power of sequential data. However, a general RNN has a
limitation for learning long-range dependencies [26–28]. The representative models for overcoming this limitation are long shortterm memory (LSTM) [27] and gated recurrent unit (GRU) [29].
These models contain a gating mechanism for learning long-term
dependencies. The LSTM model includes an input gate, a forget
gate, and an output gate. The gates have exactly the same formation, but with different parameters. A sigmoid function compresses
the values of the parameters between 0 and 1, and multiplies the

values. The GRU model is similar to the LSTM model, but is faster
because it contains fewer parameters.
We also address the problem of “temporal variability” in realworld scenarios. This problem is concerned with the different temporal lengths of activities in each video, which are one of the intraclass variation problems. Because of temporal variability, most
videos have different temporal lengths and the features from the
videos require a preprocessing step to ﬁx the temporal length. Previous studies [22,30,31] used a clustering algorithm to set the temporal length. Savarese et al. [32] proposed spatial-temporal (ST)
correlograms to encode ﬂexible long-range temporal information
into motion features, but this approach leaves little ﬂexibility for
handling multiple actions performed simultaneously. Instead, we
adopted the GRU model [29] to prevent the problem of temporal variability. The RNN architecture is composed of nonlinear units
with hidden states that can learn a dynamic temporal motion pattern from a sequential input with an arbitrary length. In other
words, the nonlinear units make the network widely applicable to
sequential analysis tasks. Therefore, the RNN overcomes the limitation of the methods used in previous studies [18,22], wherein the
expected input should have a ﬁxed length for learning. We handle the arbitrary length without clustering by modeling the temporal dynamics using the RNN architecture. When training a deep
model, the use of small-scale data can lead to overﬁtting problems.
We have to augment the amount of data; therefore, we propose a
trajectory data augmentation technique for use with a small set of
video surveillance data.
Our two main contributions are as follows: (i) we proposed the
discriminative group context feature (DGCF) that represents the
behavioral properties of individuals and sub-groups for group activity recognition. The proposed DGCF descriptor can reduce the
inﬂuences of similar motion patterns by generating sub-groups in
a scene. The relationships between multiple objects are discriminatively represented using the trajectory information. (ii) we proposed the augmentation method for trajectory data to reduce the
overﬁtting problem in a deep network. The problems of small-scale
data to train the model and large variation of trajectory are resolved through the data augmentation.
The rest of the paper is organized as follows. In Section 2, we
present the studies related to our work. In Section 3, we provide the details of our methods for group activity recognition. In
Section 4, we present the analysis of the results of the experiments
and ﬁnally, in Section 5, we conclude the study.
2. Related work
Group Activity Recognition: Some studies [17,30,33,34] used a
layered model for group activity recognition by enabling the analy-
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sis of different person-level information. Cheng et al. [17] proposed
a uniﬁed model with three layers or levels of representations for
jointly considering the different granularities of activity patterns:
individual actions, pairwise interactions, and overall motion pattern of a group. They presented the statistical properties of activity patterns in each layer to recognize the group activity. Choi and
Silvio [30,33] inferred individual activity labels at a low level and
used these labels to describe the human interaction at the middle level. The acquired interaction labels were used to infer the
collective activity. An accurate inference of individual activity is
a crucial factor for the overall recognition. Therefore, this model
was dependent on the correctness of the acquired labels. Similarly,
Chang et al. [34] considered human interaction as an important
cue for collective activity recognition. They proposed an interaction matrix (IM) that measures the connection between individual activities. Scott and Fisher [31] used a hidden Markov model
(HMM) for the temporal analysis of group activities. Cho et al.
[18] proposed a group interaction zone (GIZ) for suppressing the
noise caused by non-group members. Zhang et al. [22] measured
the causalities between people for group activity recognition. Lan
et al. [35] modeled social roles between people. These roles are
used as a context information for group activity recognition. Noceti and Odone [36] represented human group with graphs encoding the information of mutual positions and orientations. They devised a spectral method-based kernel function for graph matching.
Brendel and Todorovic [37] described videos by spatio-temporal
graphs. The model learned the complex activities in terms of relevant sub-activities and their hierarchical, temporal, and spatial relations. Sun et al. [23] presented the contextual relations between
people as a latent relational graph. The graph hierarchically encodes the association potentials between trajectories, intra-group
interactions, correlations, and inter-group compatibilities. Stephens
and Bors [24] proposed a model describing the group interdependencies in both motion ﬂows and locations of moving regions. The
regions are modeled using kernel density estimation (KDE). Shu
et al. [38] used an and-or graph to jointly infer groups, events, and
social roles, with Markov chain Monte Carlo (MCMC) and dynamic
programming. Moreover, they presented templates for characterizing latent sub-events. Yin et al. [20] proposed a conditional Gaussian process dynamic model (CGPDM) for capturing both the spatial and temporal dynamics of group activities. Group activities are
represented as a set of Gaussian processes with different means
and covariance matrices. Although these previous studies modeled
the overall group relationship in a scene, similar local motions of
sub-groups were ignored. However, if similar local motions are not
considered, there would be limitations in the representation. We
thus propose a descriptor that handles the inﬂuences of these motions.
Sequence modeling: In recent years, the LSTM model has been
applied to various tasks including video classiﬁcation [39] and
video description [40,41]. This system does not require a phonetic
representation. Ng et al. [39] proposed methods for handling fulllength videos. The description of a full-length video is important
for an accurate classiﬁcation. Venugopalan et al. [40] proposed a
model for video representation with an entire pipeline from pixels
to sentences. Donahue et al. [41] presented a recurrent convolutional network for video description. The model is both spatially
and temporally deep and is ﬂexible enough for application to vision tasks including sequential inputs.
The GRU model has been widely applied to several tasks, such
as question detection [42], rumor detection [43], social media encoding [44], and object recognition [45]. Tang et al. [42] proposed
models for capturing the context information of a speech question
at the segment and utterance level from acoustic features. Ma et al.
[43] presented a model for debunking rumors. The hidden representations of the model capture the context of relevant posts over
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time. Dhingra et al. [44] proposed a character encoder from social
media posts by learning the non-local dependencies of characters
in a sentence. Visin et al. [45] proposed a model that replaced convolution and pooling layer of convolutional neural network (CNN)
with GRU for object recognition.
Data augmentation: Because a deep neural network model requires a considerable amount of data, the overﬁtting problem at
the training stage is unavoidable when we have a small amount of
data. Data augmentation [46] is one of the techniques for reducing the overﬁtting problem in deep models with label-preserving
transformations. Data augmentation has been introduced to augment a single-image dataset by ﬂipping, rotating, cropping, etc.
Krizhevsky et al. [47] generated image translations and horizontal reﬂection. They altered the values of RGB channels. However,
although data augmentation methods are appropriate for shapebased features, they have little effect on trajectory-based features
as most of these features are not changed by the augmentation
method. Therefore, we propose a data augmentation method for
trajectory data.
3. System overview
In this study, our goal was to recognize the activities that occur in a group in surveillance videos. We present the discriminative group context feature (DGCF), which handles people as individuals or sub-groups. Fig. 3 illustrates an overview of DGCF. First,
we extract the trajectory-based features for describing group activities. The inputs are the trajectories of people in a sequence.
To describe the activities elaborately, we extract two types of features from each frame: individual activity and sub-event feature.
The extracted features are integrated for group activity representation. Then, the model infers what happens in a scene using the
integrated features. The model is based on the RNN architecture to
capture the changes over time in a sequence.
3.1. Discriminative group context feature
In this section, we introduce the DGCF construction procedure.
First, from the given object location, we contain a set of trajectories
ξ n of n people. Note that it is possible to use any available object
detection and tracking algorithms, but we are mainly focusing on
the analysis of relationships between people based on similar local
motion analysis in this work. A video sequence v is represented as
a series of features x from consecutive T frames as follows:



v = x1 , x2 , . . . , xT

(1)

where xt contains two individual properties and three sub-event
properties on a group of frames t as follows:

xt =



δnt , θnt , rmt , φmt , dmt



(2)

where n is the number of people and m is the number of relations between sub-groups in a scene. In real-world scenarios, the
number of people in a group can vary with the situation. To handle various situations, DGCF averages all of the features over the
number of people or sub-group relations.
3.1.1. Individual activity descriptor
δnt denotes the magnitude of velocity for the individuals. This is
the amount of change in location (x, y) between frame t and frame
t − 1. We intuitively know that the model learn the differences between individual activities (i.e. e.g., standing, walking, and running)
through this value.

n

δnt =

i=1



xti − xt−1
i

2

n



+ yti − yt−1
i

2
(3)

152

P.-S. Kim et al. / Pattern Recognition 76 (2018) 149–161

Fig. 3. Overview of the proposed model for group activity recognition.

Fig. 4. Flowchart of the sub-group generation.

θnt denotes the orientation of the individual velocity. This refers
to the moving direction acquired from the location information in
frames t and t − 1. An analysis of this value with the velocity over
time helps to describe different individual activities.

n

θ =
t
n

i=1



arctan yti − yt−1
, xti − xt−1
i
i



(4)

n

3.1.2. Prominent sub-event descriptor
Several relations between people can be a discriminative cue
for group activity recognition. We consider that people perform
similar motions at a close distance with similar moving directions. The distance criteria for similar motions are based on proxemics [48]. Proxemics has been used to analyze social relations
for human interaction recognition [49]. We assume that people
have similar moving directions when the angle between the directions is below 10°. The angular criteria are deﬁned through cosine
similarity. The relations from similar motions are insigniﬁcant for
group activity recognition. Thus, we present the analysis of relations between sub-groups with the proposed descriptor.
As shown in Algorithm 1, we compute the distances and direction similarities between people in all frames. For example, the
number of pairs between people in Fig. 4 is 10, and we calculate the distances and moving direction similarities of the 10 pairs.
Then, we analyze the computed values with the deﬁned criteria
and merge the people into sub-groups based on the analysis. The
combined objects are used for feature extraction. Once all the people are assigned to a group, the features are extracted from all
pairs of individuals in a scene. The features are calculated as:

m
t
rm
=

i=1,i= j

 
rt 

i=1,i= j

hti · htj

(6)

m
m

t
dm
=

(5)

m
m

φmt =

ij

i=1,i= j



xti − xtj
m

2



+ yti − ytj

2
(7)

Algorithm 1: Algorithm to separate people into sub-groups.
Input: A set of trajectories ξn from n people, where
n = [ξ1 , ξ2 , . . ., ξn ]
Output: Sub-groups Sk of people performing similar motions
for all trajectory ξi in n do
for all trajectory ξ j in n do
Calculate distance and similarity of directions between ξi
and ξ j
if distance ≤ 3.7 m and similarity ≥ 0.98 then
Create a link between ξi and ξ j
end if
end for
end for
Assign the linked trajectories to sub-group

t denotes the magnitude of the relative velocity. φ t dewhere rm
m
notes the alignment of moving direction and is calculated from the
inner product of the heading vector. The feature measures the simt is the distance between
ilarity between different movements. dm
sub-groups. The model learns group activities in terms of “keep the
same distance,” “get close,” and “get away” by this feature. The extracted features are integrated with individual activity properties
for group activity representation.

3.2. Recurrent neural network for context learning
The GRU model, which is one of the RNN architectures, was
proposed by Cho et al. [29]. The basic concept of using gates to
learn long-term dependencies is the same as in the LSTM model.
However, there are several structural differences. LSTM has three
gates: input gate, output gate, and forget gate. On the other hand,
GRU has two gates, an update gate, and a reset gate. The input and
forget gates of LSTM are fused into the update gate, and the reset
gate is applied directly to the previous hidden state. The responsibility of the forget gate is to split up the reset and update gate in
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GRU. Thus, GRU has fewer parameters, and may be trained faster
or require less data for generalization. For these reasons, we used
the GRU model for context learning in this task.
The input xt is a set of trajectory-based features. We handle xt
as the input of a GRU cell at time step t. The activation of the cell
is formulated as follows:









z = σ xt U z + st−1W z
r = σ xt U r + st−1W r





(8)
(9)



h = tanh xt U h + st−1 ◦ r W h



st = (1 − z ) ◦ h + z ◦ st−1

(10)
(11)

where σ denotes the sigmoid function. The variables z and r denote the update gate and the reset gate, respectively. st denotes an
activation at time step t, and h denotes a candidate activation. The
operation of ◦ is elementwise multiplication. The update gate z determines how much of the previously stored information should be
kept. The reset gate r is concerned with the way the new input and
the previously stored information should be integrated.
We used the softmax classiﬁer for the recognition. The softmax
classiﬁer has a probabilistic interpretation for multiple classes and
selects the class that shows the maximum probability. To reduce
the overﬁtting problem, we included into the model a “drop-out”
method that sets the output to zero with a probability of 0.5. The
general technique of the dropout method has no effect on the regularization in RNN because it requires the dropped units to be kept
in all time steps. We use the modiﬁed dropout method [50] for
RNN.
3.3. Data augmentation for trajectories
Deep neural network models, such as GRU or LSTM, require
large-scale data for model training. However, collecting a delicately
labeled surveillance video data requires a considerable amount of
resources and cost. Therefore, we propose a trajectory data augmentation technique for use with a small set of video surveillance
data. Data augmentation techniques are used to reduce the overﬁtting problems in the network. There are many techniques for
image augmentation: ﬂipping, rotation, random cropping, color jittering, shearing, translation, etc. However, these methods are not
suitable for trajectory data because of the invariant values in the
augmented data generated by these methods. Thus, we propose a
data augmentation technique for generating various trajectory data,
considering the given location information of people. A primary
concept of the data augmentation method is that the augmented
data keep the semantic meaning of the labels.
As shown in Algorithm 2 , we shift the locations of the people
randomly in eight directions. We generate the candidate directions
at intervals of 45° in a coordinate system and set how far the coordinates are based on the region of people movement. The values of
changes range below 10% of the bounding box width. Therefore, we
can augment the trajectory data with the proposed method without affecting the characteristics of the class. In addition, as the
augmentation has the effect of adding noise to the original data
by providing variations, the model can be learned robustly against
noise that may be caused by the detector in the real application.
4. Experiments
In this section, we present the evaluation of the performance
of the proposed model for group activity recognition. We conducted an experiment to validate the effectiveness of the proposed
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Algorithm 2: Algorithm to augment trajectory data.
Input: A set of trajectories ξn from n people, where
n = [ξ1 , ξ2 , . . ., ξn ]

Output: A set of randomly shifted trajectories ξn
Trajectory
ξi is composed
of positions in T frames,


ξi = p1i , p2i , . . ., pTi
for all trajectory ξi in n do
for all position pti = (x, y ) in ξi do
Randomly select the direction ∈ [0, 7]
Set the variable α within 10% of the bounding box width
switch direction do
case 0 (x, y ) ← (x + α , y );
case 1 (x, y ) ← (x + α , y + α );
case 2 (x, y ) ← (x, y + α );
case 3 (x, y ) ← (x − α , y + α );
case 4 (x, y ) ← (x − α , y );
case 5 (x, y ) ← (x − α , y − α );
case 6 (x, y ) ← (x, y − α );
case 7 (x, y ) ← (x + α , y − α );
end for
end for
Table 1
Human group activity description in the BEHAVE dataset.
Classes

Deﬁnition

InGroup
Approach
WalkTogether
Meet
Split
Ignore
Chase
Fight
RunTogether
Following

People are in a group without movement
Two people or groups with one (or both) approach the other
People walk together
Two or more people meet one another
Two or more people split from one another
People ignore of one another
One group chase another
Two or more groups ﬁght
The group run together
Being followed

method on three datasets: the BEHAVE dataset [31], KU dataset,
and New Collective Activity dataset [33]. We ﬁrst measured the
classiﬁcation performance using the proposed feature descriptor
with GRU. Second, we conducted a comparison of the performance
with the LSTM instead of the GRU model, and with the methods
used in related studies. We also validated the effectiveness of the
proposed data augmentation method by generating data with increasing interval between attempts by a multiple of 5.
4.1. Implementation details
To evaluate the proposed model, we set several parameters
used in the model as follows: the number of hidden units in the
GRU model was set to 150, and the learning rate was set to 0.001.
Moreover, we adopted an L2-normalization of the weights in the
model. The proposed method takes 30–90 min for training on each
augmented dataset. The training was performed using core i5-6600
processor with GTX 980 Ti 6GB GPU. On the testing stage, the proposed method takes only 10 s on average to run each augmented
dataset.
4.2. BEHAVE dataset
The BEHAVE dataset [31] was recorded from a surveillance system, and it consists of 10 group activities: InGroup, Approach, WalkTogether, Meet, Split, Ignore, Chase, Fight, RunTogether, and Following.
These activities are performed by two to ﬁve people in the scenes.
Each activity is described in Table 1. Some classes contained only
few samples, therefore, we ignored those classes in our tasks and

154

P.-S. Kim et al. / Pattern Recognition 76 (2018) 149–161

Fig. 5. Example of sub-group generation for group activities on the BEHAVE dataset.

we conducted an experiment on six class classiﬁcations following
a previous work [18]: Approach, Fight, InGroup, RunTogether, Split,
and WalkTogether. We evaluated the proposed descriptor by comparison with the methods used in previous studies [18,20–22]. Several previous approaches consisted of an individual descriptor and
a pairwise descriptor instead of a sub-event descriptor. We focused
on the composition of the descriptor and conducted a comparison.
In this experiment, we performed the 3-fold cross validation strategy as implemented in previous works [18,20–22]. We randomly
selected 82 clips for training and 41 clips for testing. Each training and testing data are augmented to 2050 clips and 1025 clips,
respectively.
We separated the people into sub-groups and described prominent sub-events using the proposed method. Fig. 5 shows the
generated sub-groups from the BEHAVE dataset. In the scenes of
Fig. 5(a) and (e), people were grouped according to their moving
directions and distances, and these two activities were represented
with a distinct difference. When people were grouped into one,
all pairs between people were regarded as a target for analysis.
Fig. 5(d) and (f) correspond to this case. In the rest of the classes,
Fig. 5(b) and (c), the people were close together, but they had different motion directions and, therefore, they were not merged into
sub-groups. Through the separation, we can ignore similar local
motions and generate an elaborate description of the group activities.
Table 2 and Fig. 6 show the results of the experiments on
the BEHAVE dataset. The proposed DGCF + GRU outperformed the
other competing approaches [18,20–22] on average. Our method
achieved 4.99% higher recognition accuracy than the state-of-theart method, GIZ [18]. To validate the effectiveness of the DGCF descriptor, we also measured the classiﬁcation performance by using
only individual + pairwise feature in the same experimental setup.
The constructed individual + pairwise descriptor only combined

the features for behavioral patterns of individuals and all pairs in
a scene. The results showed that the individual + pairwise + GRU
slightly outperformed the competing methods. It means that GRU
effectively handles the temporal variability. However, the proposed
DGCF + GRU improved the accuracy of 4.01% by considering subgroup relationships rather than simply combining all pairs.
The GRU model reliably performed even with the use of smallscale data. In this experiment, the LSTM model had too many parameters relative to the number of observations. If the dataset was
large-scale, the LSTM model could outperform the GRU model.
4.3. KU dataset
We recorded the KU dataset for group activity recognition. This
dataset was collected from common daily outdoor scenes. It consists of ﬁve classes: Approach, Fight, InGroup, Split, and WalkTogether. Fig. 7 shows an example of the KU dataset. Here, we should
note that we assumed that the spatial locations of human objects
were given because the main goal of this work was to analyze the
social relationship between multiple human objects in a scene. The
KU dataset consists of 88 clips. For this experiment, we randomly
selected 59 clips for training and the remaining 29 clips were used
for testing. Each clip was augmented following the proposed data
augmentation rule. As a result, the proposed model was trained on
1475 training clips and tested on 725 clips.
Fig. 8 shows the confusion matrices of the proposed model
and comparable models on the KU dataset. In this task, the proposed model showed a higher performance than DGCF with LSTM
and the combination of individual and pairwise descriptors (see
Table 3). However, several samples of the ﬁght class contain a scene
wherein a person gets knocked down and beaten up. The locations
of people do not change signiﬁcantly in this case. Thus, the trajectories of people were similar to those in the ingroup class, which
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Fig. 6. Confusion matrices for the methods on the BEHAVE dataset.

Fig. 7. Example of the KU dataset.
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Table 2
Comparison of performances on the BEHAVE dataset.

DGCF + GRU
DGCF + LSTM
Individual + Pairwise + GRU
GIZ [18]
CGPDM [20]
Multi-group Causalities [22]
Fuzzy Metric [21]

Approach

Fight

InGroup

RunTogether

Split

WalkTogether

Average

98.67
94.83
87.73
83.33
–
71
60

100
97.51
100
83.33
95.1
–
–

94.32
93.72
94.76
100
94.3
88
90

100
95.36
100
100
–
–
–

98.64
96.32
91.48
100
93.1
79
70

98.77
87.82
92.4
91.66
92.1
88
45

98.4
94.27
94.39
93.05
93.65
81.5
66.25

Fig. 8. Confusion matrices for the methods on the KU dataset.

confuses with the class. Given the fact that the environment is not
considered as capable of extracting meaningful shape-based features, it is vulnerable in these situations.
4.4. New Collective Activity dataset
New Collective Activity dataset [33] consists of six classes:
Gathering, Talking, Dismissal, Walking, Chasing, and Queuing. The
videos are recorded from a hand-held camera at a low angle of
view. Fig. 9 shows the example of the dataset. We aimed to analyze the relations among people for representation of group’s behavioral property. Therefore, we used the annotations of the tra-

jectories provided with the dataset. In this experiment, we performed a 3-fold cross-validation as implemented in previous works
[23,24,30,34] for the quantitative comparison. Thus, we divided
into three subsets and augmented the number of samples in the
dataset to 1100. The augmented data must belong to a subset of
the origin data. The 29 clips were augmented to 725 clips for training, and the 15 clips were also augmented to 375 clips for testing.
Table 4 and Fig. 10 show the results of the experiments on the
New Collective Activity dataset. The DGCF acquired a more reliable
classiﬁcation accuracy compared with the combination of individual and pairwise descriptors. The sub-event descriptor reduced the
inﬂuences of similar local motions for analyzing the relations be-
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Fig. 9. Example of the New Collective Activity dataset.

Fig. 10. Confusion matrices for the methods on the New Collective Activity dataset.
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Table 3
Comparison of performances on the KU dataset.

DGCF + GRU
DGCF + LSTM
Individual + Pairwise + GRU

Approach

Fight

InGroup

Split

WalkTogether

Average

88.52
82.22
81.33

77.7
73.9
76.52

79.26
78.81
77.52

89.32
82.58
82.86

87.76
83.49
85.15

84.51
80.2
80.62

Table 4
Comparison of performances on the New Collective Activity dataset.

DGCF + GRU
DGCF + LSTM
Individual + Pairwise + GRU
Localizing Activity Groups [23]
IM [34]
Modelling Interdependent Relationships [24]
Understanding Collective [30]

Gathering

Talking

Dismissal

Walking

Chasing

Queuing

Average

79.54
77.18
66.72
55.8
59.9
85
43.5

90.63
83.62
82.27
91.5
97.0
86
82.2

87.27
84.06
85.51
84.3
90.5
76
77.0

93.96
88.07
90.38
94.5
94.3
88
87.4

96.14
90.82
89.45
99.2
53.9
93
91.9

100
89.64
92.75
99.5
86.3
51
93.4

91.25
85.57
84.51
87.5
80.3
79.7
79.2

Fig. 11. Comparison of features from the original data, the ﬂipped data, and the augmented data.
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Fig. 12. Comparison of performances with different data size by the proposed data augmentation method.

tween people. The proposed model also outperformed the methods used in previous studies [23,24,30,34]. However, there was a
problem in some cases. Because the dataset is recorded at a low
angle of view, and so the perspective distortion is quite present.
The perspective is a critical factor for activity recognition, because
we analyzed the behavioral patterns with the trajectories. When
people perform the activity far away from the camera or someone
is in a parallel motion with the view angle, the interpretation of
the activity is distorted. In particular, several samples of gathering
class and dismissal class correspond to such cases and were misclassiﬁed.
4.5. Effectiveness of the proposed data augmentation method
In this section, we present a demonstration on the effectiveness
of the proposed augmentation method. We conﬁrmed that data
scarcity resulted in overﬁtting problems in the network leading to
a degraded performance. By shifting the points, we were able to
generate a variation of the data. Fig. 11 shows the states of the extracted features from the original trajectory data, ﬂipped data, and
augmented data. In the case of the ﬂipped data, the orientation
of the individual velocity was changed, but the rest were invariant.
On the other hand, the augmented data generated by the proposed
method had variations in all features.
To prove the effectiveness of the proposed method, we evaluated the classiﬁcation performances with gradually increasing
amount of data. Each experiment increased the interval between

attempts by a multiple of 5. Fig. 12 shows how the performances
converged when the number of intervals was increased by a multiple of 25. The results also showed that the GRU model had higher
performances than the LSTM model in almost every attempt on the
BEHAVE dataset, KU dataset, and New Collective Activity dataset.
5. Conclusion
In this study, we proposed a novel feature descriptor, the discriminative group context feature (DGCF), for recognizing group
activities in surveillance videos. The DGCF consists of individual
properties and prominent sub-event properties from the trajectories of people. Moreover, we used a GRU model to learn the temporal changes in behavioral patterns from the extracted features. To
reduce the overﬁtting problems in RNN, we proposed a meaningful
data augmentation method for trajectory data and evaluated the
effectiveness of this method. The proposed DGCF successfully reduced the inﬂuences of similar local motions and captured meaningful context information by considering the sub-groups rather
than simply representing all pairs in the group. As shown in the
experimental results, the proposed DGCF outperformed a state-ofthe-art method in a previous research with 4.99% higher classiﬁcation accuracy on the BEHAVE dataset. It also showed a 3.75% higher
classiﬁcation accuracy than competing methods on the New Collective Activity dataset. This means that the DGCF has a reliable performance compared with the combination of individual and pairwise descriptors. In future works, we will investigate the applica-
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bility of object detector to our model for handling low-resolution
frames and situations of occluded objects in a scene.
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