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a b s t r a c t
In this paper, we address the problem of human interaction recognition. We propose a novel compositional interaction descriptor to represent complex human interactions containing high intra and inter-class
variations. The compositional interaction descriptor represents motion relationships on individual, local,
and global levels to build a highly discriminative description. We evaluate the proposed method using
UT-Interaction and BIT-Interaction public benchmark datasets. Experimental results demonstrate that the
performance of the proposed approach is on a par with previous methods.
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1. Introduction
Human activity recognition is an important issue in the computer vision ﬁeld and is a key component of video understanding, which includes a considerable number of applications, such
as video surveillance systems, video content summary, human behavior understanding, and prediction [1–6]. In particular, human
interaction is one of most frequent phenomena in the real world.
Therefore, in the last decades, numerous studies have addressed
this issue [7–13].
Human interaction recognition is a challenging problem because it requires a method to address multiple issues including the
human object size variation in different situations, various clothing of human objects, cluttered backgrounds that can be diﬃcult
to distinguish from foreground objects, partially or fully occluded
target objects, illumination changes, and different time durations
for the same action. This task can be beneﬁted from human action recognition approaches in the sense that they can handle
the viewpoint problem [4], optimal representation [14,15], or welldesigned classiﬁers [16]. However, they also require more complicated techniques, such as body part tracking [17,18] or human detection [19,20].
A key component of human interaction recognition is effectively
describing the movements of human objects in a spatiotemporal
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domain, such that they can be discriminated among many types
of complex interactions. In order to build a discriminative interaction representation, there have been two types of approaches,
namely the implicit and explicit interaction representation. The implicit representation approaches build a universal representation,
such as a bag-of-words (BoW) model by clustering interest points
extracted from input videos [5,8,13,21]. One advantage of this approach is that the representation is robust to the failure of feature extraction (such as interest points), because it is the overall
distribution of features that constructs the representation, not the
speciﬁc features. However, this approach lacks a higher-level representation, because it does not exploit underlying properties of
the interactions. The explicit representation describes interactions
as a combination of semantic action primitives, which are deﬁned
as an individual’s speciﬁc movements (e.g., grabbing, standing still,
or raising a leg) and the correlation between them [7,11,22]. This
approach has a great advantage in a compositional sense, i.e., it is
feasible to decompose (and interpret) given activities semantically
with regard to the predeﬁned properties. However, the success of
the representation is largely dependent on the predeﬁned properties detection step; therefore, some authors have required manual
annotation of primitives and their interactions [11].
To address this problem, we developed a robust interaction
descriptor, the Compositional Interaction Descriptor (CID), which
consists of individual, local, and global MOvement CONtexts
(MOCONs). For each MOCON, the spatial distribution of the local
movements of interest points and their context are encoded as
a histogram. This paper proposes a framework for robust human
interaction recognition and demonstrates its performance on
public benchmark datasets.
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The remainder of this paper is structured as follows.
Section 2 reviews the related work. Section 3.3 introduces the
proposed compositional interaction descriptor. Section 4.4 presents
the experimental results and analysis, while conclusions are drawn
in Section 5.
2. Related work
A considerable number of the previous approaches [23–
27] have described interactions in a manner similar to traditional
single action recognition [28–30]. Local motion information in a
video, usually from human objects, is described in a spatiotemporal domain. In order to build a descriptor robust to noise, such
as illumination change and occlusion, robust features, such as
Scale-Invariant Feature Transform (SIFT) [31] or Space-Time Interest Points (STIPs) [32] are used. Then, by quantizing motion information encoded by the features, a dictionary model is learned, e.g.,
BoW. However, despite their strength of easy-learning, computational eﬃciency, and intra-category invariance, describing interactions as a set of local movements of all people in a video is not
feasible in terms of describing the intrinsic properties of the interactions, such as mutual interaction or co-occurring movements
between individuals.
To overcome this limitation, signiﬁcant efforts have been made
to exploit the relationships of local movements. For example, Gaur
et al. proposed a string of feature graphs as a combination of local
movements in a local space-time domain [1]. Furthermore, Zhang
et al. developed a co-occurring spatiotemporal phrase, which consists of a combination of visual words [8]. Consequently, temporally and spatially discriminative representation could be learned.
In Wang et al. context representation was built [13]. In order to
describe human action with semantic components such as limb
movements, action units are learned from local movement information using a graph regularized matrix factorization method [33].
Then, sparse representation is further exploited for an optimal representation.
Recently, several studies used high-level information. For example, Ryoo and Aggarwal designed a context-free grammar model
to describe activities as a hierarchical structure of small semantic
actions such as “approach”, “attack”, and “punch” [7]. Motivated
by the success of discriminative object and part representation,
Raptis and Sigal proposed a poselet [34]-based activity representation with a temporal model of keyframes, which are encoded
with poselets [22]. Furthermore, Kong et al. proposed interactive
phrases that explicitly encode motion relationships between interacting people [11]. Owing to its semantic representation, it is feasible to interpret a given activity with regard to its components,
i.e., semantic action, keyframe of poselet, or interactive phrases.
However, the performance of the phrases largely depends on the
components. To avoid this issue, some authors proposed manual
annotation of the components [11,22]. This limitation, however, is
not feasible for an automatic interaction recognition system.
Our approach resembles those proposed by Gaur et al. [1],
Zhang et al. [8], and Wang et al. [13] in the sense that we start
from extracting local motion information. Our approach also resembles the approaches proposed by Ryoo and Aggarwal [7], Raptis and Sigal [22], and Kong et al. [11]; however, while, in these
approaches, high-level context information is built from the local
motion information, our approach does not need predeﬁned action
primitives that require manual annotation.
3. Compositional interaction descriptor for human interaction
recognition
In this section, we will ﬁrst describe the overall picture of
the proposed method. Then we will describe each of steps. Fig. 1

shows an illustration of constructing the proposed Compositional
Interaction Descriptor (CID). First, interest points are extracted and
tracked from an input image sequence (Section 3.1). Then, the input sequence is segmented with regard to motion energy, which
is calculated as the sum of the dynamics of the tracked interest points, and local peaks are identiﬁed (Section 3.2). Then three
MOvement CONtexts (MOCONs) are constructed to capture the
spatial distribution of local movements of the individual, local, and
global interactions of people, respectively (Section 3.3). Finally a
CID is composed by combining these MOCONs over the whole segments (Section 3.4).
3.1. Interest point detection
We use interest points to describe human motion within
bounding boxes given by the dataset or tracking algorithm. Thus,
an image sequence I of time duration T is represented as a set of
bounding boxes and interest points (see Eq. (1)).

I = (B, P ),
B = {B |t = 1 : T },
t

(1)

P = {Pt |t = 1 : T },
where Bt = {bti = (xi , yi , wi , hi )|i = 1 : NH } is a set of bounding
boxes of human objects. For each human object i, the center location at time t is (xi , yi ), width wi , and height hi . NI is the total
number of human objects. Pt = {ptj = (x j , y j )| j = 1 : NP } is a set of
interest points extracted at time t with the total number NP . Assuming that only interest points extracted from human objects are
considered, Pt can be represented as follows,

Pt =

NH


Pit ,

Pit = {pti, j | j = 1 : NPi },

(2)

i=1

where NPi is the total number of interest points falling within the

bounding box of human object i and NP = i NPi .
In order to detect and track interest points over the input image
sequence, we use the SIFT method [31]. The effectiveness of this
method has been well demonstrated for various visual tasks and is
superior compared to conventional interest point detection methods [35,36] that fail when the backgrounds of the region of interest, such as a human body, is complicated [37]. Although SIFT generally demonstrates improved detection in these challenging situations, it fails on low-textured regions. To address this limitation,
we enhance the input and extract interest points with SIFT as follows:
(i) Foreground Ft is extracted from an input image It . We use a
Gaussian mixture model [38] to learn the background statistics of I. Consequently, the foreground consists of small regions extracted from moving objects (see Eq. (3)).

F = {F t |t = 1 : T }
Ft

(3)

NF

Ft
k=1 k

where
=
(NF is the total number of regions).
(ii) Morphological operations, opening and closing, are adopted.
Thus, small regions, which are likely to have noise, are
rejected.
(iii) The overlapping region of the original input image It and its
foreground region Ft is enhanced by increasing the intensity
value (for each color channel) of the image (see Eq. (4)).

Iˆt = It + F t .

(4)

For convenience, in what follows, we will use It to denote Iˆt .
(iv) Interest points Pt are extracted with SIFT from It . These
points are tracked over the entire sequence using optical
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Fig. 1. Illustration of a CID construction. Interest points are extracted and tracked from an input image sequence (top row). Next, the input sequence is segmented with
regard to motion energy, which is calculated as the sum of the dynamics of the tracked interest points, and then local peaks are identiﬁed (middle row). Finally, a CID is
composed by combining three MOCONs, each of whicheach capturinges the spatial distribution of the local movements (i.e., interest points) of the individual, local, and
global interactions of people, respectively (bottom row).

ﬂow [39]. For example, for an interest point ptj , the corresponding point of the next frame is the one with the smallest Euclidean distance between the SIFT features within a
neighborhood. The dynamics of matching points are also calculated (see Eq. (5)).

Segmenting points are determined by detecting peak points, i.e.,
local maxima, over a certain range of time (see Eq. (7)).

Ot = {otj | j = 1 : NP }

where t1 : t2 is the time range of interest. Similar to [10], we observed that each region containing a peak (see the second row of
Fig. 1) corresponds to a meaningful atomic action. For each atomic
action, the start and end frames have the lowest velocity value.
In our experiment, segmenting points are identiﬁed via a sliding
time window of size τ . Thus, an input image sequence can be represented as a set of segment subsets (see Eq. (8)).

where otj = ptj − pt−1
. Ot is also represented as Ot =
j
same as Eq. (2).

(5)

i

Oti

Enhancing an image enables more interest points to be extracted from the low-textured foreground region. Fig. 2 shows an
example of foreground enhancement and interest point extraction.

j=1

|otj |.

NA


As ,

As ∩ As = ∅,

∀s, s (s = s )

(8)

s=1

Previous studies report that describing a human activity in various temporal spans facilitates disambiguating similar activities
[10,12,40]. The goal is to determine the frame indexes for segmenting a sequence of an activity video into multiple meaningful
atomic actions [10].
In a similar manner, we divide an input image sequence into
subsets where the velocity of the human actions changes. We use
the sum of the magnitude of the dynamics of the interest points
to represent the velocity. More formally, the velocity of a human
action at each frame is calculated as follows (see Eq. (6)):

Vt =

(7)

t=t1 :t2

I=

3.2. Segmenting an image sequence

NP


t ∗ = argmax {V t }

(6)

where As = {It |t = t1 : t2 } is a set of images from time t1 to t2 that
is not overlapping with adjacent segments. NA is the total number
of segments. Examples of detected peaks are illustrated in Fig. 3.
As can be seen in Fig. 3, a set of images at the peak points can be
a relevant summary of a human interaction video.

3.3. Constructing movement contexts
After dividing an input sequence into segments (Section 3.2),
three MOCONs are constructed for each segment to capture the
context of local movements at different levels: individual, local,
and global.
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Fig. 2. Example of the SIFT extraction from a foreground enhanced image. Note that enhancing foreground enables more interest points to be extracted, in particular, from
region F.

To this end, three reference points – individual, local, and global
centroids – are calculated in advance as follows (see Eq. (9)):

ctI,i = (xi , yi )
ctL =

NI
1 
ctI,i
NI

(9)

i=1

cG =

1
T

T


ctL

t=1

ctI,i

where
is the center position of the bounding box of the human
object i at time t, cL is the average of the center position of existing human objects at time t, and cG is the average of the center
of existing human objects over the entire sequence. Note that cL
and cG have different characteristics: while cL is used to capture
the context of local movements made by a human object for every
frame, cG is used to capture the context over the entire sequence.
For example (Fig. 4), let us assume that there are two people in the
video of ﬁve frames length where the center of human object A
is (100,10) and human object B is (200,10) at the ﬁrst frame. They
have stayed still for the ﬁrst four frames. At the ﬁfth frame, human
object A is pushed away by B and is now located at (10,10). Thus,
the global centroid calculated by Eq. (9) becomes cG = (282, 10 ) =
1
5 {4 × (100, 10 ) + (10, 10 ) + 5 × (200, 10 )} and the local centroid
at the ﬁfth frame calculated by Eq. (9) becomes c5L = (105, 10 ) =
1
2 { (10, 10 ) + (200, 10 )}. Note that the global centroid is calculated
only once. Thus, for this example, the global centroid is located at
more right side compared to the local centroid.
Next, gradients between interest points and three reference
points are calculated for each frame as follows (see Eq. (10)):



gtI,i = (ctI,i − pti, j )



gtL = (ctL − ptj )
gtG



= ( cG −

ptj

| j = 1 : NPi


| j = 1 : NP

) | j = 1 : NP




(10)

where pti, j denotes the jth interest point associated to the ith human object. Each element of gtI,i is the gradient vector between the
individual reference point of the ith human object and jth interest
point. gtL is a set of gradient vectors between interest points and
the local reference point. gtG is a set of gradient vectors between
interest points and the global reference point.
Now we will describe how three MOCONs are constructed. A
MOCON is a histogram of NB bins, i.e., NB dimension. For the segment As (see Section 3.2), three MOCONs are calculated as follows
(see Eq. (1)):

λAI,is = [hI,i (1 ), . . . , hI,i (NB )]
λAL s = [hL (1 ), . . . , hL (NB )]

(11)

λAGs = [hG (1 ), . . . , hG (NB )]
where λAI,is is the individual MOCON of the ith human object. λAL s

and λAGs are the local MOCON and global MOCON, respectively. Each
lth bin of the histogram is the accumulation of the magnitude of
gradients (Eq. 10) in it (see (Eq. 12)).

hAI,is (l ) =
hAL s


∀ j,t∈As

(l ) =

hAGs (l ) =



















mag gtI,i ( j ) · δ ang gtI,i ( j ) , range(l )



mag gtL ( j ) · δ ang gtL ( j ) , range(l )

∀ j,t∈As



(12)

mag gtG ( j ) · δ ang gtG ( j ) , range(l )

∀ j,t∈As

where mag(·) and ang(·) return the magnitude and angle value of
the input, respectively. gtI,i ( j ) is the jth element of gtI,i (= ctI,i − pti, j )

and is same for gtL ( j ) and gtG ( j ). δ (ang(gtI,i ( j )), range(l )) is an indicator function which returns 1 when ang(gtI,i ( j )) ∈ range(l ) or 0
otherwise, and range(l) is the angle range of the lth bin. We use a
polar bin for each reference point ctI,i , ctL , and cG where each bin
has the same size of angle range (see the third row of Fig. 1).
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Fig. 3. Examples of sequence segmentation and images at the peak position of each segment of punch (top) and hug (bottom) interactions of the UT-Interaction dataset [25].
A set of images at the peak points can be a relevant summary of a human interaction video. In Fig. 3(a), the peak points of a punch interaction action correspond to (from
left to right, top to bottom) one human object’s initiating movement, opponent slightly reacting, raising an arm, throwing a punch, hitting, and rest. Similarly, in Fig. 3(b),
the peak points of a hug interaction correspond to the initiating movement, approaching, hug beginning, ﬁnishing, moving back, and rest (please note that, for visualization
purposes, we chose six peak points. In experiments, the number of segments is controlled by parameter NA ).

Fig. 4. Individual centroid (left), local centroid (middle), and global centroid (right), on pushing action of the UT-Interaction dataset. Please note that the locations of the
local and global centroids are different, because the left human subject was pushed away by the right subject later in the action. Thus, the global centroid is located more
towards the right side than the local centroid (see the text for more details).

3.4. Constructing a compositional interaction descriptor
We now describe constructing a CID that describes an interaction on multiple levels. The CID of an input sequence is a vector obtained by concatenating the individual, local, and global
MOCONs over all the segments As ’s (see Eq. (13)).

X = x1 , . . . , xNA

(13)

where xs is a vector consisting of the individual, local, and global
MOCON of the sth segment (see Eq. (14)).

xs =

λAI,s1 , . . . , λAI,Ns I , λAL s , λAGs .

The dimension of a CID is X ∈ RNB ×NA ×(NI +2 ) .

(14)

174

N.-G. Cho et al. / Neurocomputing 267 (2017) 169–181

Fig. 5. Examples of gradient vectors (Eq. (10)) used for calculating individual (white lines) and local (yellow lines) MOCONs on the UT-Interaction dataset (global MOCONs
are not depicted to remove visual ambiguity). (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web version of this article).

ft
and hright
capture the local movements
Fig. 6. Illustration of three MOCONs extracted from three different interactions: hand-shake (left), hug (middle), and push (right). hle
I
I
of individuals, such as a moving arm (hand-shake and push), where more interest points are detected. hL captures local interactions of people, such as approaching each
other (hand shake and hug). hG captures more global interactions, such as an individual moved away from his original position (push). Please note that, for visualization
purpose, the histograms are normalized.

Fig. 6 illustrates how three MOCONs describe different interactions. An individual MOCON captures an individual’s movement
spatially and temporally. Each bin approximately describes a human body’s movement, i.e., semantic part information. For example, in the left and the right panels of Fig. 6, people move their
arms to grab each other’s hand (left) or push (right) while keeping their legs relatively still. This characteristic is represented in
individual MOCONs (hI, left and hI, right ) as higher values of the bins
assigned for the upper region of each individual, e.g., the ﬁrst and
last two bins in the ﬁgure. Similarly, a local MOCON captures interactions between people. Whereas an individual MOCON captures
the semantic local (such as body parts) movement information,
this describes interactions considering interacting people as a single object. Thus, the bins in this case describe each object’s movements on a wider range. For example, in the left panel of Fig. 6,
people shaking each other’s hand are represented as higher values of the ﬁrst two bins of hI, left and the last two bins of hI, right .

Instead, in hL , the ﬁrst and the last bins spatially approximately
correspond to the bins having higher values of hI, left and hI, right .
A global MOCON captures a similar information: albeit in a more
global sense. For example, in the right panel of Fig. 6, the locations of the local and global reference points differ from those of
the other two panels. In this panel, the left human is pushed away
from his original position and this is represented as a difference
between the local and global reference points. Consequently, the
local and global MOCONs have different values and the bins of the
global MOCON assigned to the left side (e.g., the last four bins)
have higher values.
4. Experiments
In this section, we evaluate the proposed method and compare
its performance to that of other methods. Section 4.1 describes two
benchmark datasets used for evaluation, while Section 4.2 provides
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detail of implementation. Furthermore, Section 4.3 and 4.4 discuss the experimental results on the UT-Interaction BIT-Interaction
datasets, respectively. Section 4.5 analyzes the inﬂuence of components exploited by the proposed method, such as bounding box annotation and foreground enhancement, while Section 4.6 discusses
the results.
4.1. Dataset
We evaluated the proposed method using two benchmark
datasets: UT-Interaction [25] and BIT-Interaction [41]. The UTInteraction dataset consists of six human-human interactions:
hand-shake (HS), hug (HG), kick (KK), point (PT), punch (PC), and
push (PS). Each class contains ten video clips. The videos are
recorded with the resolution of 720 × 480 at 30 fps with several
variations, e.g., background, illumination, clothing, scale, and time
duration changes. The BIT-Interaction dataset consists of eight human interactions: bow (BW), boxing (BX), handshake (HS), highﬁve (HF), hug (HG), kick (KK), pat (PA), and push (PS). Each class
contains ﬁfty videos clips. Videos are recorded under realistic situations with cluttered background, the actors are partially occluded
either by other people or objects, such as a car, illumination, and
viewpoint change.

Fig. 7. Confusion matrix of the proposed method on the UT-Interaction dataset.

4.2. Implementation detail
In our implementation, we used the OpenCV library [42] to detect the SIFT features and train the SVM classiﬁers. The parameters for the implementation were chosen as follows: the contrast
threshold for the SIFT detector was 0.004, the number of segments
NA was 8, the temporal window size τ was 15 for UT-Interaction
and 8 for BIT-Interaction, the number of bins NB was 8 (π /4 range
for each). We used a linear SVM to train the interaction classiﬁers.
In order to prevent classiﬁers from being biased to speciﬁc patterns of interactions, e.g., only a person at the right side pushes
the other, we mirrored the videos of the UT-Interaction dataset.
Note that, by deﬁnition, human interaction requires two people in a video. However, the datasets used for evaluation have
some video clips that do not meet this deﬁnition. In order to handle exceptional cases, we preprocessed them. In the UT-Interaction
dataset, video clips of point class contain only one person performing the interaction and, in the BIT-Interaction dataset, some video
clips contain more than two people (as background). In order to
handle these exceptions, we duplicated the CID extracted from the
human subject for the former and removed human objects from
background by only considering the two biggest bounding boxes
for the later.
4.3. Experimental results on the UT-Interaction dataset
We evaluated the proposed method on the UT-Interaction
dataset according to the conventional process, the leave-one-out
cross-validation strategy [11]. Figs. 7 and 8 present the confusion
matrix and the classiﬁcation examples, respectively. The proposed
method achieves 95.83% accuracy in classifying six human interactions. It can robustly recognize interactions under challenging
situations, e.g., partial occlusions (the ﬁrst and second in the top
row in Fig. 8) and cluttered backgrounds (the ﬁrst in the top row
and the third in the bottom row in Fig. 8). This is due primarily to
the robustness of the proposed method; more speciﬁcally, spatially
and temporally describing individual actions and interactions
with regard to the relationships between the partial movements
of the human objects (i.e., interest points) and reference points
providing a robust representation. Although, in some instances,
interest points were not detected, their overall distribution was
captured. The last two examples in the bottom row of Fig. 8 show

Fig. 8. Examples of classiﬁcation results on the UT-Interaction dataset. The proposed method can robustly recognize interactions under challenging situations, e.g.,
partial occlusions (the ﬁrst and second in the top row) and cluttered backgrounds
(the ﬁrst in the top row and third in the bottom row).
Table 1
Recognition accuracy (%) comparison.
Approach

HS

HG

KK

PT

PC

PS

Mean

IBoWM [21]
KPSM [40]
STP [8]
PKM [22]
IP [11]
DMMTS [12]
SACS [13]
Ours

80
85
100
100
100
–
–
100

90
100
100
100
90
–
–
100

90
95
100
90
100
–
–
85

80
95
90
100
80
–
–
100

90
80
90
80
90
–
–
100

80
95
90
90
90
–
–
90

85
92
95
93.3
91.6
95
95
95.83

a classiﬁcation failure of the proposed method. This failure is due
to the similar pattern between the misclassiﬁed instance and the
ground truth.
Then, we compared the proposed method with the following
previously proposed approaches: the integral BoW model (IBoWM)
[21], key pose sequence model (KPSM) [40], spatio-temporal
phrase (STP) [8], poselet key-framing model (PKM) [22], interactive phrases (IP) [11], discriminative model with multiple temporal
scales (DMMTS) [12], and sparse action component representation
(SACS) [13]. The experimental results are summarized in Table 1.
As can be seen in Table 1, the proposed method outperforms the
other methods. Our analysis is as follows: (i) for implicit interaction representations, e.g., BoW model [12,21] or their relationship

176

N.-G. Cho et al. / Neurocomputing 267 (2017) 169–181

Table 2
Recognition accuracy (%) comparison on the ﬁrst half of the videos.
Approach

IBoWM [21]

PKM [22]

DMMTS [12]

SACS [13]

Ours

Mean

70.0

73.3

78.3

81.7

68.3

Fig. 10. Examples of classiﬁcation results on the BIT-Interaction dataset. The proposed method can robustly recognize interactions in challenging situations, such
as partial occlusions (the ﬁrst two of the top row and the ﬁrst of the middle row).
However, it fails when interactions are similar to other actions. For example, for the
bottom row, the label of the ﬁrst is boxing, but it is classiﬁed as a pat. The labels of
the other two are pats, but they are misclassiﬁed as a hug and boxing, respectively.

Fig. 9. Confusion matrix of the proposed method on the BIT-Interaction dataset.

[8], it is diﬃcult to distinguish similar interactions, such as punch
and push, because their representation has a minimal capability
of capturing local movements and their contexts; (ii) explicit
representations, such as poselets [22,40] and interactive phrases
[11], can capture these kinds of information, because they exploit
the rich contextual information of human interactions, semantic
parts, and their contexts, such as “a stepping forward leg” and “a
stepping backward leg” requiring manual annotation.
However, their performance cannot be guaranteed without
this rich contextual information (see the experiments reported in
[11] for further detail). The proposed descriptor represents interaction in terms of the composition of spatial distribution (by polar
bins) of the local movements of individuals over time, such that local movements and their context are well captured without human
annotation.
We also evaluated the interaction prediction performance of
the proposed method. This experiment was conducted using previous prediction approaches [12,13,21,22] that report their prediction performance using the ﬁrst half of the videos. The results are
summarized in Table 2. Unlike in the ﬁrst evaluation, the performance of the proposed method was on a par with the methods
reported by Raptis and Sigal [22], but not with those reported by
Wang et al. [13]. However, it should be noted that the proposed
method was proposed for interaction recognition.
4.4. Experimental results on the BIT-Interaction dataset
We evaluated the proposed method on the BIT-Interaction
dataset. The dataset was divided into two subsets [11]. For each
class, ﬁrst 34 videos were used for training and the remaining 16
videos were used for test (272 videos for training and 128 videos
for test). Fig. 9 presents the confusion matrix and Fig. 10 the classiﬁcation examples. The proposed method achieves 85.16% accuracy in classifying eight human interactions. Compared to the UTInteraction dataset, the overall performance decreased for a more
challenging situation in the BIT-Interaction dataset, such as partial occlusions, view-point change, and cluttered background (see
Fig. 10). Nevertheless, the proposed method could robustly recognize interactions under these challenging situations. The bottom

row of Fig. 10 shows classiﬁcation failure of the proposed method.
This failure is due to the similar pattern between the misclassiﬁed
instance and the ground truth. At the bottom row, the label of the
ﬁrst is boxing, but it is classiﬁed as a pat. The labels of other two
are pats, but they are misclassiﬁed as a hug and boxing, respectively.
We compared the proposed method with the following previous approaches: discriminative latent models (DLM) [43], interactive phrases (IP) [11], and discriminative model with multiple temporal scales (DMMTS) [12]. The experimental results are summarized in Table 3. As can be seen in 3, the performance of our
method is on a par with the other methods. On this dataset, IP
[11] achieves the highest accuracy due primarily to the rich contextual information it used. More speciﬁcally, as our method failed
to discriminate between pat and other similar classes (such as a
hug and boxing), inter-class variation of the BIT-Interaction dataset
is higher than that of the UT-Interaction where our method outperformed other methods. Thus, exploiting rich information is critical
for this challenging dataset. On the other hand, the performance of
IP decreases to 75% without human-speciﬁed phrases (see [11] for
further detail) and this is by 10% lower than the performance of
the proposed method.
4.5. Analysis of the proposed compositional interaction descriptor
In this subsection, we discuss two sets of additional experiments to further analyze the inﬂuence of the techniques exploited
in the proposed method. First, we conducted seven experiments
on each dataset to analyze the impact of foreground enhancement
(Section 3.1), sequence segmentation (Section 3.2), and bounding
boxes of human objects.
Fig. 11 shows the results. Note that BB denotes bounding
box, FG foreground enhancement, and SG sequence segmentation. + (or −) denotes that preceding factor is used (or unused). BB+FG+SG+ denotes the proposed method evaluated in
Section 4.3 and 4.4. This means that bounding boxes of human objects are given by ground truth (human annotation), foreground enhancement step is adopted, and sequence is segmented.
BB − FG+SG+ denotes that bounding boxes of human objects are
detected by the detection method, while other techniques are same
as BB+FG+SG+. To test BB − , we used the detection method proposed by Dollar et al. [44] to detect human objects and track them
in a scene. More speciﬁcally, we initialized the bounding boxes of
interacting two people in a scene by setting them as ground truth.
Then, each human was tracked in the sense that a bounding box
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Table 3
Recognition accuracy (%) comparison.
Approach

BW

BX

HS

HF

HG

KK

PA

PS

Mean

DLM [43]
IP [11]
IP (without phrases) [11]
DMMTS [12]
Ours

81.25
93.75
93.75
81.25
93.75

75
87.5
75
81.25
75

81.25
93.75
56.25
81.25
100

87.5
93.75
50
93.75
81.25

87.5
93.75
75
93.75
93.75

81.25
87.5
93.75
81.25
93.75

81.25
87.5
75
81.25
56.25

81.25
87.5
81.25
87.5
87.5

82.03
90.63
75
85.16
85.16

Fig. 11. Inﬂuence of the techniques exploited by the proposed method on the UT-Interaction (a) and BIT-Interaction (b) datasets. Note that BB denotes bounding box,
FG foreground enhancement, and SG sequence segmentation. + (or − ) denotes that the preceding factor is used (or unused). BB+FG+SG − means that bounding box of
human objects is given by the ground truth (human annotation), foreground enhancement step is adopted, and sequence is not segmented. BB − denotes that bounding
boxes of human objects are detected by the human detection method (see the text for further detail).

whose color distribution and size were similar with the previous
frame was kept. When detection failed on a frame t, we used the
bounding box of its previous frame t − 1.
Overall, exploiting foreground enhancement (FG+) and sequence segmentation (SG+) increase the performance of the proposed method. In particular, the impact is signiﬁcant on the BITInteraction dataset. We suppose that this is due to the fact that this

dataset contains more challenging situations, as compared to those
in the UT-Interaction dataset (see Section 4.4). For example, adopting foreground enhancement increases the accuracy by on average
10% on the BIT-Interaction, while the corresponding increase in accuracy in the UT-Interaction amounts to 4%.
Meanwhile, segmenting sequence increases by on average
5% for both datasets. However, it sometimes decreases in the
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BIT-Interaction dataset. Exploiting human-annotated bounding
boxes increases the performance by circa 10% for both datasets.
This implies that, to some extent, the performance of the proposed
method relies on human detection; however, this reliance is not
signiﬁcant.
Next, we conducted six additional experiments on each dataset
to analyze the inﬂuence of the components of the proposed
compositional descriptor. The results are summarized in Tables
4 and 5. In the ﬁrst three experiments, we separately used
three components, individual MOCON (I), local MOCON (L), and
global MOCON (G). For the next three experiments, we used
combinations of two components, individual and local MOCONs
(I+L), individual and global MOCONs (I+G), and local and global
MOCONs (L+G). The full combinations of three MOCONs, individual, local, and global (I+L+G), corresponds to the proposed
method evaluated in Section 4.3 and 4.4. Note that this set of

Table 4
Analysis of the proposed descriptor composition on the UT-Interaction dataset.
Composition

HS

HG

KK

PT

PC

PS

Mean

I
L
G

85
90
85

90
85
90

60
65
55

95
95
95

65
55
40

55
80
60

75
78.3
70.83

I+L
I+G
L+G

100
95
100

100
95
95

60
90
65

100
95
95

90
75
70

70
95
70

86.6
90.83
82.5

I+L+G

100

100

85

100

100

90

95.83

experiments was conducted using all steps of the proposed method
(i.e., BB+FG+SG+).
The results on the UT-Interaction dataset demonstrate that local MOCON (L) has the highest discriminative power as a single

Fig. 12. Confusion matrix of different compositions on the UT-Interaction dataset. The caption of each subﬁgure indicates different MOCONs used to compose the interaction
descriptor (I: individual MOCON, L: local MOCON, and G: global MOCON). Note that, overall, combining more components improves performance.
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Table 5
Analysis of the proposed descriptor composition on the BIT-Interaction dataset.
Composition

BW

BX

HS

HF

HG

KK

PA

PS

Mean

I
L
G

87.5
93.75
87.5

75
50
62.5

87.5
87.5
100

81.25
81.25
75

100
93.75
75

93.75
100
87.5

50
50
50

87.5
87.5
75

82.81
80.47
76.56

I+L
I+G
L+G

93.75
87.5
93.75

75
75
62.5

93.75
93.75
87.5

81.25
81.25
75

100
93.75
93.75

100
87.5
93.75

62.5
56.25
50

87.5
62.5
87.5

86.72
79.69
80.47

I+L+G

93.75

75

100

81.25

93.75

93.75

56.25

87.5

85.16

component, particularly, for pushing. Combining individual and
global MOCONs (I+G) achieves the best performance among the
combinations of two components (I+L, I+G, and L+G). The proposed
descriptor composed of all three MOCONs (I+L+G) outperforms all
others. Therefore, we can conclude that describing interactions in
terms of individual, local, and global motion patterns is important,

because these components complement each other. One interesting point is that all descriptors achieved a very high (near 100%)
accuracy on point class (PT). Since videos of this class contain only
one person performing the action, all three centroid are located
close to each other and all three components are constructed from
a similar motion pattern. Fig. 12 shows the confusion matrix of

Fig. 13. Confusion matrix of different compositions on the BIT dataset. The caption of each subﬁgure indicates the different MOCONs used to compose the interaction
descriptor (I: individual MOCON, L: local MOCON, and G: global MOCON). Note that, differently from the UT-Interaction dataset, combining global MOCON (G) decreases
performance.
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the different compositions on the UT-Interaction dataset. Note that
combining more components helps discriminating similar classes,
such as punch and push.
By contrast, the results on the BIT-Interaction dataset is different from those of the UT-Interaction dataset. Combining individual and local MOCONs (I+L) outperforms all other combinations. Moreover, individual MOCON (I) is better than not only
other single MOCONs (L and G), but also some other combinations (I+G and L+G). One interesting ﬁnding is that adopting global
MOCON (G) decreases the accuracy, since local movements of both
interacting people and other human objects located at near or
backside are captured; this implies that the situation of the BITInteraction dataset is more challenging as compared to that of the
UT-Interaction dataset. Fig. 13 shows the confusion matrix of the
different compositions on the BIT-Interaction dataset. For the proposed method, pat is the most diﬃcult class.
4.6. Discussion
The proposed method has several limitations. One limitation is
that we only considered interactions. To scale up the proposed
method to a larger range of activities, such as group and crowd
activity analysis, we assume that describing these activities as a
composition of the interaction of two people within each group, as
suggested in [3,45], would be a possible approach. Another limitation is that the proposed method is not suitable to a prediction
scenario. For this task, modeling temporal dependencies, as suggested in [12,21], between segments (Section 3.2) would be necessary. However, none of theses limitations is critical for our objective task.
5. Conclusion
In this paper, we proposed a compositional interaction descriptor for human interaction recognition. The proposed descriptor describes interactions in terms of individual, local, and global movements, thus providing a high discriminative power to represent
complex interactions. We presented an eﬃcient method for constructing components, which are encoded from calculating relationships between the interest points and three reference points.
Through intensive experiments on two benchmark datasets, including a performance comparison with other state-of-the-art methods
and analysis of the inﬂuence of the proposed descriptor, we conﬁrmed that the proposed method is effective and useful for human
interaction recognition and is on a par with state-of-the-art methods. In future work, we plan to improve and scale up the proposed
descriptor, so that more complex human activities, such as group
activities, can be eﬃciently represented.
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