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a b s t r a c t
In this paper, we present a real-time 3D pointing gesture recognition algorithm for mobile robots, based on a
cascade hidden Markov model (HMM) and a particle ﬁlter. Among the various human gestures, the pointing
gesture is very useful to human–robot interaction (HRI). In fact, it is highly intuitive, does not involve a-priori
assumptions, and has no substitute in other modes of interaction. A major issue in pointing gesture
recognition is the difﬁcultly of accurate estimation of the pointing direction, caused by the difﬁculty of hand
tracking and the unreliability of the direction estimation.
The proposed method involves the use of a stereo camera and 3D particle ﬁlters for reliable hand tracking,
and a cascade of two HMMs for a robust estimate of the pointing direction. When a subject enters the ﬁeld of
view of the camera, his or her face and two hands are located and tracked using particle ﬁlters. The ﬁrst stage
HMM takes the hand position estimate and maps it to a more accurate position by modeling the kinematic
characteristics of ﬁnger pointing. The resulting 3D coordinates are used as input into the second stage HMM
that discriminates pointing gestures from other types. Finally, the pointing direction is estimated for the
pointing state.
The proposed method can deal with both large and small pointing gestures. The experimental results show
gesture recognition and target selection rates of better than 89% and 99% respectively, during human–robot
interaction.
© 2010 Elsevier B.V. All rights reserved.

1. Introduction
At present, the use of robots is increasing quite rapidly and the
focus of attention has migrated from assembly lines in industrial
factories to future homes equipped with service robots. Compared to
dedicated industrial robots, which merely repeat speciﬁed tasks, the
home-resident robots interact with people while performing tasks. In
this case, many of the traditional human–computer interfaces are
irrelevant. Instead, more intuitive and natural, human–centric interfaces are required to ensure that robots are useful and easy to use.
Every human interface involves a human activity such as speech,
gesture and eye blinking. Among various actions, the pointing gesture
is very natural, and it is perhaps the most intuitive interface, effective
even in noisy environments and useful as a command or a simple
message to a robot. Pointing gestures generally don't convey much
information compared to speech or sign language. However the
pointing gesture has a simple and unambiguous meaning and can be

used over some distance and in noisy environments where speech is
not effective.
The use of pointing gestures can be classiﬁed into three categories:
target selection, robot guidance and virtual mouse. Target selection
refers to the use of ﬁnger pointing to indicate and select an object in
the real world. When a pointing gesture is detected using a camera
and the direction is estimated, the robot proceeds to examine the
environment for an object in the estimated direction, and selects the
object if it ﬁnds one. But, if there is more than one object within a
given range in a given direction, then we must apply an appropriate
rule to choose the best one. The second type of task is guiding or
commanding a robot to move in a speciﬁc direction and is a more
convenient method of moving a robot than using a joystick or a mouse
or speech. In general, the above two tasks can be combined in practical
applications. For instance, “move this box over there” requires target
selection as well as robot guidance.
1.1. The ideal pointing gesture recognition algorithm for mobile robots
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In this research, we are targeting mobile robots with the capability
to recognize pointing gestures as well as other types of gestures. We
require an ideal pointing gesture recognizer for such robots, to satisfy
the following requirements.
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– Camera-based vision (CBV): using a camera is considered to be the
only natural method of capturing gestures. Therefore, camerabased vision is a requirement and it is the current state-of-the-art.
– Task identiﬁcation (TI): ﬁnger pointing can be used for different
tasks in different situations. Thus we require a system to identify
and perform all three tasks associated with pointing gestures
– Pointing accuracy (PA): unlike many other pattern recognition
systems, a major issue of pointing gesture recognition is accurate
pointing direction estimation. Without sufﬁcient accuracy, the
recognition result is unreliable or even useless. Stiefelhagen et al.
[1] asserted that it is possible to disambiguate possible pointing
targets with an average error of less than 20°, therefore, spatial
errors must be less than 20° in the ideal algorithm.
– Instant response (IR): similar to most pattern recognition systems,
real-time processing is required to enable pointing gesture
recognition to be used in human–robot interaction and is of even
greater importance for a virtual mouse system, for which the
response must have no perceivable delays.
In addition, pointing gesture recognition is often subject to further
requirements before it is effective in practice. Here, we consider the
scale of gesture motion due to technical difﬁculties, and the 3D mobile
environment in which a robot will work and interact with people.
– Scale of gesture (SG): there are two types of gestures according to
the scale of a pointing gesture. One is the large pointing gesture,
where a person fully extends his or her arm (a large motion) in
order to point to an object. By contrast, the small pointing gesture
involves a relatively small motion, where a person moves only a
forearm and hand in order to make a compact gesture. Examples of
both gestures are shown in Fig. 1. The ideal algorithm is required to
deal with both of types.
– Mobile environment (ME): this is a requirement for a houseservant robot that reads a pointing command and moves around
the house doing given tasks. This constitutes an issue when the
robot operates in a 3D real world environment, where both human
and robot are moving with or without a distance, under variable
illumination conditions with a cluttered background.
1.2. Motivation
It is well known that the line-of-sight between face and hands
provides the most reliable estimate for the pointing direction.
Therefore, most previous pointing gesture recognition approaches
use the results from face and hand tracking to recognize the pointing
directions. However, a problem of these previous approaches is that
the best recognition result is limited by the result of the preceding face
and hand detection steps and tracking in 3D space. In fact, those
research efforts were based on unreliable tracking results and 3D
position/depth information. Kinematic characteristics such as trembling also make it difﬁcult to get the exact pointing directions. An even
more difﬁcult problem is recognizing small pointing gestures. Using
small pointing gestures usually results in the wrong direction when
the pointing direction is estimated by the line-of-sight.
Solving the above problems would signiﬁcantly improve the
performance of pointing gesture recognition algorithms from the
current state-of-the-art. This paper explicitly addresses the two
problems and proposes an original, robust method of recognizing
pointing gestures and estimating their direction accurately.
1.3. Related work
Research in gesture recognition began in the early 1980s. Bolt's
Put-That-There [2] used magnetic sensors to extract the pointing
direction and Iba et al. [3] used a data glove to detect and recognize
gestures, however, recent developments in vision technology have
made it possible to recognize human gestures without the use of

Fig. 1. Two types of pointing gestures.

additional devices. Previous vision-based gesture recognition
approaches have been well reviewed in the literature [4,5]. Mirta
and Acharya [4] classiﬁed gestures into three types: hand and arm
gestures, head and face gestures and body gestures, and they
described tools for gesture recognition. Moeslund et al. [5] grouped
gesture applications under three titles: surveillance, control and
analysis, and they structured 352 papers using the functional
taxonomy presented in the 2001 survey by Moeslund and Granum
[6]. According to their deﬁnitions, pointing gestures are considered
hand and arm gestures that can be used for control applications. To
date, researches on hand and arm gesture recognition have focused on
sign language recognition and hand gesture recognition [7–9],
however, during the last several years, a number of vision-based
pointing gesture research efforts have been published.
The paper by Stiefelhagen et al. [1] described an HMM-based
approach using color and disparity information to ﬁnd the 3D
positions of the face and hands. The authors performed experiments
on target selection and showed that eight objects in a room could be
selected accurately. However, their proposed method suffers from
delayed recognition, as it searches for three subsequent feature
sequences in order to detect a pointing gesture. This implies that a
pointing gesture cannot be detected until all three feature sequences
are observed. Jojic et al. [10] proposed a pointing gesture recognition
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algorithm based on depth information, because color-based
approaches are sensitive to lighting changes and the clothing worn
by the user. Hosoya et al. [11] proposed a 3D pointing interface called
an arm-pointer to control home electronics. When a user points to a
target object by extending his or her arm, the algorithm detects the
object and activates its functions via the remote controller. The paper
by Yamamoto et al. [12] presented a method based on ubiquitous
stereo vision (USV). USV partitioned the individuals in the area using
range information obtained from multiple stereo cameras, and
provides the necessary information for pointing gesture recognition.
Kehl and Gool [13] presented an algorithm for the real-time detection
and interpretation of pointing gestures with multiple stereo cameras.
In their approach, pointing gestures are used as an intuitive tracking
interface for user interaction in an immersive virtual environment.
Richarz et al. [14] proposed a pointing gesture recognition method for
robot guidance that used low-cost webcams instead of an expensive
stereo camera, because they were developing a low-cost prototype of
an interactive mobile robotic assistant. Carbini et al. [15] introduced a
bi-manual pointing gesture recognition algorithm for virtual mouse
operations. The ﬁrst and second hands in the action area are used for
pointing and selection, respectively.
We brieﬂy summarized the previous approaches reviewed in
Table 1, to satisfy the requirements of the ideal pointing gesture
recognition algorithm.
This paper is organized as follows. Section 2 is an overview of the
proposed algorithm. Section 3 describes automatic face and hand
detection and tracking. The cascade HMM framework is described in
Sections 4 and 5. Section 4 describes hand position mapping by the 1st
stage HMM. Section 5 describes pointing gesture spotting by the 2nd
stage HMM. The experimental results are presented in Section 6.
Finally, conclusions and further research are discussed in Section 7.
2. Overview of the proposed algorithm
In this paper, we present a robust real-time 3D pointing gesture
recognition algorithm for mobile robots, which satisﬁes the requirements of the ideal pointing gesture recognition system and solves the
problems discussed in Section 1.2. The proposed pointing gesture
recognition algorithm involves 5 steps: 1) automatic face and hand
detection, 2) face and hand tracking using 3D particle ﬁlters, 3) hand
position mapping by the ﬁrst stage HMM, 4) gesture spotting by the
second stage HMM and 5) 3D pointing direction estimation (Fig. 2).
The proposed method uses a stereo camera and 3D particle ﬁlters
for reliable tracking, and a cascade of two HMMs for making a robust
Table 1
Summary of the previous pointing gesture recognition systems reviewed. For camerabased vision (CBV), ○ means only a camera is used for pointing gesture recognition. For
task identiﬁcation (TI), the tasks addressed by each paper are described. TS means
target selection, RG means robot guidance and VM means virtual mouse. For pointing
accuracy (PA), pointing direction accuracy is described. N/A means not available. For
instant response (IR), ○ means real-time processing, and △ means near real-time
processing. For scale of gesture (SG), X means that previous researches fail to support
both large and small pointing gestures. For mobile environments (ME), ○ means that
the method can be used in mobile environments.
Methods

CBV

TI

PA

IR

SG

ME

Hidden Markov model
(Stiefelhagen et al. [1,16])
Depth-based approach
(Jojic et al. [10])
3D voxel-based approach
(Hosoya et al. [11])
Ubiquitous stereo vision
(Yamamoto et al. [12])
Immersive virtual environment
(Kehl and Gool [13])
Multi layer perception (Richarz et al. [14])
Action area approach (Carbini et al. [15])

○

TS

25°

△

X

○

○

TS/VM

15 cm

○

X

X

○

TS

50 cm

○

X

○

○

TS

N/A

○

X

X

○

TS

N/A

○

X

X

○
○

RG
VM

59 cm
5 cm

○
○

X
X

○
X
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estimate of the pointing direction. Once the face and hands are
detected, a 3D particle ﬁlter algorithm is applied for robust tracking in
mobile environments. The results from face and hand tracking are
used for hand position mapping and gesture spotting in a cascade
framework.
The proposed research framework consists of two stages, each
involving one or more HMMs. The ﬁrst stage HMM takes the hand
position estimate and maps it to a more plausible position by
modeling the kinematic characteristics of ﬁnger pointing for accurate
estimation of the pointing direction and recognition of the small
pointing gesture. The resulting 3D coordinates are used as input into
the second stage HMM in order to detect the pointing gesture and
identify the gesture's phase. Finally, the pointing direction is
estimated.
3. Automatic face and hand tracking
3.1. Automatic face and hand detection
The background scenes and illumination conditions are variable,
particularly for a moving robot. For robust face and hand detection, we
need an integrated method based on stereo, color and pattern. Darrell
et al. [17] proposed a multiple person tracking algorithm that showed
good results. But it is not directly applicable to our research, because it
uses static skin data and it does not detect body parts in the desired
manner. Taycher and Darrell also proposed an elaborated pose
estimation algorithm [18], however, this algorithm is not suitable
for a real-time system. We modiﬁed their algorithm for real-time
detection of human body parts, such as face and hands. The entire
process of automatic face and hand detection is shown in Fig. 3.
First, we extract the foreground region to ﬁnd a human-sized
object in a depth image, because a depth image is robust to
illumination changes and a clutter background. Connected component labeling is applied to extract the foreground region. When a
component is found, we test it to determine if it belongs to a human,
using several criteria such as its size, the ratio between its width and
height, and its position in the image. If it belongs to a human, labeling
is terminated, otherwise, the process is repeated until there are no
more unlabeled points.
A depth image is useful in ﬁnding a human in the foreground, but it
is not easy to ﬁnd the face in the detected human region, because this
region may include partial backgrounds, noises and hair, or the face
may be partially omitted. So, we employed an additional step using
the Viola and Jones' face detector [19] for more reliable face detection
in the human region. The Viola and Jones' face detector is well known
for its face detection performance, but it is sensitive to distance, skin
color and facial orientation. Hence, we introduce heuristic rules to
overcome these shortcomings.
Algorithm 1. An algorithm for face detection with heuristic rules
1. Detect face using Viola and Jones' face detector.
2. Let N be the number of detected faces.
3. If N = 0, estimate the upper-most part of the human region as a
face.
4. If N = 1, assume that a face is found.
5. If N ≥ 2, choose the upper-most face.
If the position of a face region is estimated, we can calculate the
color distribution of the face. Jones and Rehg's histogram color model
[20] is used to build a skin model and it is assumed that the skin color
of the face and hands are similar, so we use the color distribution of
the face region to ﬁnd the hands. The similarity in skin color is
measured in terms of the Mahalanobis distance. Each pixel in the
human region is classiﬁed as skin or non-skin, and a morphology
operation is applied to remove small blobs. The two largest blobs are
considered as either the left- or right-hand relative to the x-
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Fig. 2. Pointing gesture recognition ﬂow diagram.

coordinate of the face. The centers of hands are obtained by using a
geometrical moment.
3.2. Robust tracking using 3D particle ﬁlters
The face and hand detection method discussed in the previous
section is effective but rather too slow for real-time processing.
Therefore, we only apply this method for initializing the face and hand
positions, then we trace their motions in order to extract their

positions. Tracking objects in mobile space must be robust and fast in
the absence of background information. We choose 3D particle ﬁlters
to track the face and hands, as this is known to be effective with
random sampling when background information is unavailable
[21,22]. Fig. 4 shows the tracking processes for the face and hands,
using 3D particle ﬁlters.
Particle ﬁlters in general have been applied to 2D tracking and
have shown better results in mobile space and cluttered backgrounds
than other tracking algorithms. However, 2D particle ﬁlters often fail,

Fig. 3. Automatic detection of face and hands.
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Fig. 4. Face and hand tracking using 3D particle ﬁlters.

because particles tend to converge to a local minimum and lose the
tracking objects. To solve this problem, we employ a 3D particle ﬁlter
algorithm. It is difﬁcult to distinguish two objects with a similar color
distribution using typical 2D particle ﬁlters, but this becomes much
easier if we utilize the depth information from a 3D particle ﬁlter.
In this approach, the state corresponds to the 3D location of a
target object X = [x, y, z], so the particles have a shape that is
(n) (n) (n)
described by s(n)
t = [xt , yt , zt ]. The skin color information is used
as an observation model, and the 3D location is obtained from the
OpenCV library. The depth information is reconstructed from two
images by using the corresponding pixels in the left and right
images, so its reliability is relatively low. However, when we
measured the resolution of each axis to get a mapping function
between the image and world coordinates, we found that the
resolution was roughly the same in the x, y and z axes after camera
calibration. In addition, we do not assume a speciﬁc directional
movement for the pointing hand, because it can move in any
direction. Therefore we use a Gaussian density with a common
variance σ for each of the coordinates in order to model the
movement of a tracking object. Given a particle at a 3D location, it
undergoes drift and diffusion in the 2D image space, and the
difference in depth information is used when the observation
probability is calculated. Three trackers are used for face and hand
tracking. When the face and hands are in close proximity or the
pointing hand occludes the face, the trackers can lose the tracking
objects and tracking may fail. So, we introduce a repulsive force
between the two trackers, as proposed by Hayashi et al. [23]. The
repulsive force calculates the overlapped regions between the two
trackers, and the particles in the overlapped regions are removed,
because the probabilities of the overlapping regions are not reliable.
The tracking positions are only estimated again with the particles in
the non-overlapping region. We also calculate the similarities of
tracking results for the face and hands, to detect tracking failures.
The similarity value shows the likeness of the size and color
distribution of a target object between two adjacent images. If the
similarity is less than the predeﬁned threshold, the system enters
the automatic face and hand detection step.

4. Hand position mapping for pointing direction estimation
4.1. Ideal hand positions for pointing direction estimation
In human ﬁnger pointing, the line-of-sight is frequently used to
estimate pointing directions, as it is more accurate than other
methods [16]. We note that we can estimate an accurate pointing
direction using the head–hand line when the pointing hand extends
outwards and lies on the surface of an imaginary hemisphere centered
on the shoulder, as shown in Fig. 5. Therefore, we can estimate the
directions of the small and large pointing gestures more robustly and
reliably by mapping the hand tracking position to a position on the
surface of the hemisphere.
To test the effectiveness of hand position mapping, we use a simple
projection method to map the tracked hand to a position on the
hemisphere centered on the shoulder. The shoulder is located using
the face and the overall human region and the arm length is used as
the radius of the hemisphere. When the shoulder and hand positions
are given, the line of projection is calculated by
x−xshoulder
y−yshoulder
z−zshoulder
=
=
xhand −xshoulder
yhand −yshoulder
zhand −zshoulder

ð1Þ

Then, we calculate the point at which the line meets the
hemisphere. The intersection point is the new hand position, and it
is denoted by xhand etc. The pointing direction is estimated using the
head–hand line deﬁned by
x−xface
y−yface
z−zface
=
=
xhand0 −xface
yhand0 −yface
zhand0 −zface

ð2Þ

To evaluate the effect of the projection method, we compare the
pointing direction errors of the head–hand line and the projection
methods. A total of 348 pointing gestures were used for the
experiments, and the result is shown in Figs. 6 and 7. Average errors
in the horizontal direction for a large pointing gesture are 8.5° and
9.5°, for the head–hand line and projection method, respectively. The
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Fig. 5. Ideal hand positions for pointing gesture recognition.

two methods show similar results for pointing to the left, but the
projection method shows poorer estimation results than the head–
hand line method for pointing to the right, because of unreliable depth
information. The projection method ampliﬁes the directional errors in
such cases. However, we obtained slightly better estimation results in
the vertical direction. Average errors in the vertical direction for large
pointing gestures are 6.1° and 5.6°, for the head–hand line and
projection method, respectively. The result is summarized in Fig. 6(b).
In the case of large pointing gestures, the distance between the
tracked and projected positions is small, so the difference between the
two methods is minor. However, it is obvious for small pointing
gestures, as shown in Fig. 7. The average error in the horizontal
direction for small pointing gestures is 11.1° and 18.0°, for the head–
hand line and projection method, respectively. The average error in
the vertical direction is 26.1° and 20.9°, for the head–hand line and
projection method, respectively. The estimation results for the small

pointing gestures also show a similar pattern. The average error in the
horizontal direction is magniﬁed, whereas, the average error in the
vertical direction is reduced.
As shown in Figs. 6 and 7, the simple projection method does not
adequately improve the performance of pointing gesture recognition.
Therefore, we need a more elaborate mapping method for hand
position mapping.

Fig. 6. Pointing direction estimation results for large pointing gestures.

Fig. 7. Pointing direction estimation results for small pointing gestures.

4.2. Modeling for hand position mapping
Some previous research has tried to adjust ambiguous tracking
results. Isard and Blake [22] describe two algorithms to smooth the
output of a particle ﬁlter and produce a much improved stateestimate more accurately representing the state of a tracked object.
Keskin et al. [24] ﬁlter the motion trajectory of the hand using a
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Kalman ﬁlter, based on the simple assumption that the hand markers
are linearly moving at a constant velocity, subject to random
perturbations in the sequence of video frames. Navaratnam et al.
[25] correct tracking errors by enforcing a smooth trajectory through
the state space. The temporal information is mainly used to adjust and
reﬁne the tracking results. In this work, the same temporal
information is used to suppress sudden impossibly noisy movements
due to unreliable depth information. In addition to temporal
information, we also propose using a probability distribution function
(PDF) of the hand position for hand position mapping. When a person
points in a given direction, the hand positions in 3D space are
modeled by a ﬁnite mixture of Gaussian distributions. The PDF model
can be used for small pointing gesture recognition and reducing errors
due to hand trembling. To use both temporal information and a PDF
for hand position mapping, we propose an HMM-based approach,
because the HMM is a formal probabilistic model that provides a
mathematical framework for sequential pattern analysis [26]. An
HMM is denoted by λ = (A, B, π) where A is the state-transition
probability distribution, B is the observation symbol probability
distribution and π is the initial state distribution.
HMM states in general do not have any particular physical
meaning. But, some researchers in robot navigation and human
pose estimation have tried to impose some meaning on them [27–30].
Krumm [27] describes various probabilistic approaches for location
measurements. He mentions that HMM states can be used to describe
a location on the ﬂoor of a building, which is represented by a grid of n
(x, y) points. A similar approach is proposed by Ho et al. [28] who
segmented the upper body area into 10 × 15 grid cells. The state of
each cell is estimated by using a label representing the centroid
position of the hand in this grid. Recently, Roweis [29] described how
each state in an HMM could correspond to some spatial region of an
imaginary space, and deﬁned neighboring states as the ones related in
that space. Hong et al. [30] proposed a state-based approach for
gesture modeling and recognition, using Finite State Machines
(FSMs). A gesture is deﬁned as an ordered sequence of states in
spatial–temporal space, and each state in an FSM is associated with
distribution parameters which specify the spatial–temporal
information.
To impose spatial information on states for hand position mapping,
we ﬁrst partition the surface of the hemisphere into patches and
assign a state to each patch. Each state is fully connected to the other
states. However, only the transition probabilities of two transitions
are set, and the probabilities of all outgoing transitions are assigned as
0. The spatial resolution of the ﬁrst stage HMM depends on the
number of states. To satisfy the requirements of the ideal pointing
gesture recognition algorithm, there are states at intervals of 20° from
left-to-right and top-to-bottom. Additional states are set at 90° in the
vertical and horizontal directions, because the imaginary line at 90°
shows the maximum spatial resolution. Therefore, there are 11 states
for the horizontal lines and 11 states for the vertical lines. We
removed redundant overlapping states, so the total number of states
is 101. The HMM topology and trajectory of a pointing gesture is
shown in Fig. 8. The white circles represent the states of the ﬁrst stage
HMM. When a person moves the pointing hand, the hand position is
mapped to a state and the arrows on the surface of an imaginary
hemisphere show the trajectory of the pointing hand. In our approach,
it is not possible to point to all possible coordinates, but the effects of
unreliable depth information, tracking error and hand trembles are
decreased, enabling more accurate and reliable estimation of pointing
directions. Furthermore, small pointing gestures also can be handled
correctly.
The dynamics of a gesture are described by the Markov property
that the current state depends only on the previous state. The HMM
states are hidden, because we cannot directly observe a state with a
true hand position. The number of HMM states is limited, so the
spatial resolution is also limited. However the reduced spatial

57

Fig. 8. HMM topology and trajectory of a pointing gesture.

resolution is sufﬁcient to satisfy the requirements of the ideal
pointing gesture recognition algorithm. Both large and small pointing
gestures are modeled with a single HMM. Each state represents a
speciﬁc position as a 3D coordinate, therefore the ﬁrst stage HMM can
be denoted by λ = (A, B, π, μ) where μ is the 3D position of a state. The
next step of hand tracking is the 3D position of a state. The next step of
hand tracking is ﬁnding a state with a 3D point [x, y, z] on the surface
of the hemisphere, with maximum likelihood. If the previous state
qt − 1 is i at time t − 1 and the hand position is given, we can estimate
the current state qt at time t with the state-transition probability
distribution aij and the observation symbol probability distribution bj
(ot). This procedure is shown in Fig. 9.
h 
i
qt = arg max P aij bj ðot Þ j qt−1 = i; λ

ð3Þ

1≤j≤N

To estimate the parameters of the proposed HMM, we asked
subjects to make large or small pointing gestures in known directions.
The hand position from a 3D particle ﬁlter and the corresponding state
are recorded. The initial state distribution is set to zero, except for the
lowermost state. The state-transition probability distribution is
modeled by a discrete approximation of a 2D Gaussian distribution
with mean (0, 0) and σ = 1. The observation symbol probability
distribution is modeled by a ﬁnite Gaussian Mixture Model (GMM).
5. Pointing gesture spotting
5.1. Three phases of a pointing gesture
A human motion is a continuous sequence of actions or gestures
and non-gestures without clear-cut boundaries. Gesture spotting
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Fig. 9. Space-time chart of the 1st stage HMM.

refers to the task of detecting and extracting meaningful gestures
from an input video. It is a crucial step, because the recognition
procedure is only performed for detected pointing gestures. When a
person makes a pointing gesture, the whole motion can be separated
into three phases as (also shown in Fig. 10):
– Non-Gesture: the hand is not pointing and has nothing to do with
pointing gestures.
– Move_To: the pointing hand is moving with and the direction is
changing; this is followed by Point_To.
– Point_To: the hand is stationary and pointing in a given direction.

Among the three phases, only the Point_To phase or the
corresponding pointing gestures are relevant to target selection or
robot guidance, whereas the virtual mouse will also need pointing
gestures in both the Move_To and Point_To phases. To perform all
three tasks of pointing gestures, the three phases must be distinguished. In many researches, the three phases have not been explicitly
modeled [10–15], and the looking for objects in the pointing direction
has been ignored unduly. These approaches have the limitation that
robot guidance often fails when pointing gestures are detected but
there are no objects in the pointing direction. On the other hand,
phase distinction and thus pointing gesture spotting is necessary for

Fig. 10. Three phases of a pointing gesture.
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estimating the pointing directions accurately, because the pointing
gestures in the Point_To phase show the correct pointing directions.
5.2. Modeling pointing gestures
When the pointing hand enters a stationary state, then the
pointing direction is estimated using the head-to-hand line. Therefore, accurate hand position is a critical feature for pointing gesture
analysis.
pt = ½xt ; yt ; zt 

ð4Þ

On the other hand, the velocity at time t is estimated by
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Unlike conventional modeling, a ﬁxed length of subsequence is
used to train the HMMs and to recognize the current phase of a
pointing gesture. A long subsequence of an observation contains more
temporal information for phase recognition, but there is a response
delay that is proportional to its length. On the other hand, a short
sequence allows the system to detect phase changes immediately at
the cost of reduced accuracy. We empirically set the length of the
subsequences to ﬁve.
When an unknown sequence OT is given to the spotting model as
shown in Fig. 11, the HMM λCmax with the highest likelihood among the
three HMMs is said to represent the current phase of the unknown
gesture.
Cmax =

fpðOT jλC g

arg max

ð6Þ

C = fNonPGesture;MovePTo;Point PTog

vt = ½xt −xt−1 ; yt −yt−1 ; zt −zt−1 

ð5Þ
where

The velocity vector vt is a useful feature for distinguishing the three
phases of gesture activity, as each phase exhibits a different speed of
hand motion. For instance, people move the hand fast in the Move_To
phase while they ﬁx it in space for a while in the Point_To phase. In the
Non-Gesture phase, the hand position is rather random or slow moving,
because it is allowed to move within the FOV of a camera. In general,
however, the velocity feature is not reliable, because of the coarse depth
information. In the proposed method, the ﬁrst stage HMM reduces the
effect of tracking errors and smoothes out the unreliable depth
information. Therefore, we can exploit the velocity feature for gesture
spotting and increase the accuracy of the spotting results.
Having obtained a smoothed version of the hand coordinates and
velocities, we continue to model the gesture phase and the phase
changes. For this task, we choose a left–right HMM that imposes strong
temporal constraints on gesture motions, because it can easily model
signals with properties which change over time. Each phase is assigned a
dedicated HMM. In total, there are three HMMs for spotting pointing
gestures. Each model has three states, and each state is a mixture of two
Gaussian densities for the observation probability distribution.
HMMs can be trained by the Baum–Welch algorithm [28] using a
set of isolated sequence samples. The organization of the pointing
gesture spotting model is shown in Fig. 11.

pðOT jλC Þ =

∑

for all Q



T
πq1 bq1 ðo1 Þ ∏ aqt−1 qt bqt ðot Þ

ð7Þ

t =2

In order to compute p(OT | λC) efﬁciently, we compute the forward
variables αt(i) to locate a forward lattice. Then p(OT | λC) can be
obtained by
N

pðOT jλC Þ = ∑ αT ðiÞ

ð8Þ

i=1

where N is the number of states in the model. The forward variable αt
(i) is the probability of the partial observation sequence in state i at
time t:
αt ðiÞ = P ðo1 ; o2 ; …; ot ; qt = i jλÞ

ð9Þ

Finally, the pointing direction is estimated in the world coordinate
system. When a pointing gesture is detected, it is interpreted to mean
target selection if there is an object in the pointing direction,
otherwise it is interpreted to mean robot guidance. In virtual mouse
applications, a user initially points to a screen, and then the system
recognizes and tracks the pointing ﬁnger until the user points to

Fig. 11. Pointing gesture spotting model.
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Fig. 12. T-ROT, the robot used in the proposed experiments.

somewhere outside the screen. Therefore, the proposed method can
be used for all major tasks associated with pointing gestures: target
selection, robot guidance and virtual mouse operations.
6. Experimental results and analysis
6.1. Experimental environments
Pointing gestures were recorded from twelve people in a room
with dimensions 7 m × 4.5 m × 2.4 m. The initial distance between the
robot and the users was approximately 3 m. The robot platform used
in this research was T-Rot [31], a personal service robot designed to

support elderly people. As shown in Fig. 12, T-Rot is equipped with
two stereo cameras, Videre STH-MDCS2, mounted on a pan-tilt unit
on the robot's head. The ﬁrst and second cameras have a focal length
of 6 mm and 12 mm, respectively. Both stereo cameras have a frame
dimension of 320 × 240. The ﬁrst camera is used to recognize gestures
and the second one is used to recognize a face or any object located
near T-Rot. The height of the lens is approximately 1.3 m, relative to
the ground. In our research, the ﬁrst camera is used for pointing
direction recognition. T-Rot is stationary when the gesture recognition module is running, so its body does not tremble. Thus, the
captured camera images are sufﬁcient to recognize pointing directions. The processing time of the proposed algorithm is variable,

Fig. 13. Experimental setup for the ﬁrst stage HMM.
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Fig. 14. Experimental setup for the cascade HMMs.

because it depends on the frequency with which the automatic face
and hand detection step is performed. The algorithm operates at
approximately 10 frames per second, which is sufﬁcient for real-time
pointing gesture recognition.
For the ﬁrst stage HMM, we put three types of markers on the wall.
One type of marker is used for a large pointing gesture, another is used
for a small pointing gesture, and the other type is used for testing. Each
marker for the large and small pointing gesture represents a state in
the ﬁrst stage HMM, and this is used to get the ground truth for the
observation probability of the corresponding state. When a state is
given, a person is asked to point to a marker, as shown in Fig. 13.
101 and 37 large small pointing gestures, respectively, are
performed in a predeﬁned order, and the tracking positions and
corresponding states are recorded. No speciﬁc pointing direction

estimation method is enforced, allowing people to perform the most
natural pointing gestures. In total, 2004 pointing gestures are
captured for the ﬁrst stage HMM and 1656 and 348 pointing gestures
are used for training and testing, respectively.
To test the performance of the cascade HMMs, a person is asked to
walk within the camera's ﬁeld of view and point in a given direction.
There are 8 objects in the room, such as TV, picture frame, etc. When a
pointing gesture occurs, it is interpreted as target selection if there is an
object in the pointing direction. Otherwise, it is interpreted as robot
guidance. For a virtual mouse, a TV is used instead of a screen. In total, 240
pointing gestures are captured for the second stage HMM. The leave-oneout cross-validation method is used for performance evaluation. The
experimental setup for the cascade HMM is illustrated in Fig. 14.
6.2. Experimental results
To measure the performance of the ﬁrst stage HMM, people are
asked to point to the test markers associated with the ground truth,
which is measured manually. The markers are set at intervals of 10°
and 20°, from 0° to 180°, for large and small pointing gestures,
respectively. After obtaining the face and hand points by using 3D
particle ﬁlters, we calculate the pointing directions by using the head–
hand line, shoulder–hand line and the ﬁrst stage HMM. Then, we
compare these pointing directions with the ground truth in the
horizontal and vertical directions, and calculate the average error by
using Eq. (10).
jAverage errorj = jϕj + jθj

ð10Þ

where ϕ and θ denotes the directional error in the horizontal and
vertical direction, respectively.
The results are shown in Fig. 15. It is well known that the head–
hand line always represents pointing directions more precisely than

Table 2
Pointing gesture recognition results.

Fig. 15. Pointing direction estimation results.

Method

Feature

PRR (%)

TSR (%)

Yamamoto et al. [6]
Stiefelhagen et al. [1]
Cascade HMMs

Position
Position
Position
Position-velocity

–
78.1
84.2
89.2

81.9
94.1
99.3
99.3
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Table 3
Confusion matrix for phase recognition.

Non-Gesture
Move_To
Point_To

Non-Gesture (%)

Move_To (%)

Point_To (%)

99.5
18.3
0.0

0.5
67.9
10.4

0.0
13.8
89.6

the shoulder–hand line. The proposed method shows slightly better
performance for large pointing gesture recognition and much better
performance for small pointing gesture recognition. In Fig. 15(a), the
head–hand and shoulder–hand lines show a high error rate at 80° and
100°, because the head and hands are partially overlapped at these
degrees. The repulsive force prevents tracking failures but increases
estimation errors. Furthermore, we use an additional code to get the
face and hand position at 90°, because the repulsive force does not
show good results when two regions are totally overlapped. This
characteristic is reﬂected in the observation probability of the ﬁrst
stage HMM, therefore, our proposed method shows better results
than the other two methods. States are set at intervals of 20° for a
large pointing gesture, so the direction recognition results are very
accurate in directions with states but less accurate in other directions,
as shown in Fig. 15(a). Average errors for large pointing gestures in all
directions are 72°,14.6° and 24.6° for the proposed method, the head–
hand line and the shoulder–hand line, respectively. In Fig. 15(b), the
proposed method shows much better results than the other two
methods, because small pointing gestures were not considered in
previous approaches. Average errors for small pointing gestures in all
directions are 18.7°, 37.2° and 48.3° for the proposed method, the
head–hand line and the shoulder–hand line, respectively.
To measure the performance of the cascade HMM, we use the
following measurements.
Phase recognition rateðPRRÞ =

R
× 100
N

ð11Þ

where N is the number of total frames and R is the frame number of
correctly recognized phases.
Target Selection RateðTSRÞ =

S
× 100
Pts

ð12Þ

7. Conclusions and further research
If home robots are widely used in the future, human–robot
interaction will require a more natural interface than a remote
controller or a keyboard. Therefore, we present a pointing gesture
recognition algorithm for mobile robots. We speciﬁed the requirements of the ideal pointing gesture recognition algorithm and
analyzed the problems of previous pointing gesture recognition
approaches. Low tracking performance causes recognition errors and

probability

where Pts is the frame number of target selection in the Point_To
phase and S is the number of correct target selected frames.

The proposed cascade HMM method was compared with Yamamoto et al.'s method [12] and Stiefelhagen et al.'s method [1]. These
methods used different tracking algorithms, but we used the same
tracking results for objective comparison of recognition performance.
The phase recognition and target selection rates are shown in Table 2.
Yamamoto et al.'s method uses the head–hand line to recognize
pointing directions, and shows an 81.9% target selection rate. We
experienced little difﬁculty when we used their approach. However,
their method is not suitable for a pointing gesture recognition
algorithm for mobile robots, because they ignored pointing gestures
for robot guidance. Four dedicated HMMs (Begin, Hold, End and NullModel) were used in Stiefelhagen et al.'s method. Their approach
shows a good target selection rate but a rather low phase recognition
rate because the begin and end phases are similar. A more serious
problem of their approach is that responses are not instant. A pointing
gesture is detected after the Begin, Hold and End phases are detected
sequentially, therefore, it does not respond while the user is pointing
to an object. Our proposed cascade HMM shows better recognition
rates than other methods, and it responds immediately. This is
because the hand position is mapped in the ﬁrst stage HMM, which
represents pointing directions more accurately, and we designed a
more efﬁcient second stage HMM. The best recognition result was
achieved when both position and velocity information were used.
Table 3 shows the confusion matrix for three-phase recognition in
the cascade HMM.
Most phase recognition errors occurred in the Move_To phase.
There is not much difference in velocity and position information
among the three phases, at the beginning and end of the Move_To
phase. Furthermore, the length of the Move_To phase is relatively
short compared to the Non-Gesture and Point_To phase. Therefore the
Move_To phase is recognized as a Non-Gesture and the Point_To
phase as shown in Fig. 16.

frames
Fig. 16. Ground truth and the probability of the observation sequence.
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small pointing gestures were not considered in previous researches.
Therefore, our proposed pointing gesture recognition method uses 3D
particle ﬁlters and a cascade of two HMMs to overcome these
shortcomings. The main contribution of our approach is the use of
hand position mapping for robust pointing direction estimation and
small pointing gesture recognition, based on modeling the kinematic
characteristics of ﬁnger pointing. We performed pointing gesture
recognition experiments and the proposed algorithm showed better
results than previous approaches.
The accuracy of the proposed pointing gesture recognition method
mainly depends on the number of states in the ﬁrst stage HMM. A
large number of states guarantee more accurate tracking results for
face and hand positions, but requires more training data and time.
Further investigations are required on the optimal number of states
for pointing gesture estimation. Human pose estimation techniques
also can be used to increase the accuracy of pointing gesture
recognition methods. Reliable real-time identiﬁcation of the human
pose would provide useful auxiliary information. Recently Alon et al.
[9] demonstrated recognition of hand-signed digits gestured by users
wearing short sleeved shirts. Better real-time handling of high
resolution images would be a very interesting topic. Multimodal
approaches could also be considered for future work, to increase the
accuracy of pointing gesture recognition.
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